Automated Actor Recognition in Video Content
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Abstract This chapter presents an Al pipeline designed for automated recognition
and analysis of actors in video content. The pipeline incorporates advanced method-
ologies in computer vision, allowing for a comprehensive analysis of actor presence
and screen time across various video formats, such as movies, television shows, and
surveillance footage.

To evaluate the pipeline performance, we conducted extensive experiments using
a carefully annotated test videos from a Czech TV show available for download.
The evaluation criteria focus on precision, recall, mean absolute error metrics for ac-
tor recognition and screen time calculation under varying conditions. Additionally,
we discuss challenges encountered during the pipeline development and consider
its potential implications for the future of Al-driven content analysis and security
surveillance.
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1 Introduction

Nowadays, we are witnessing a massive increase in video content online, fueled by
advancements in technology [1, 2, 3]. This growth is not just about the quantity; it is
also about the diversity, spanning movies, TV shows, surveillance footage, and more.
With over 19 million titles listed on databases like IMDb (Internet Movie Database)
[27] and a global TV, video & film industry revenue hitting tens of billions of dollars
in 2024 [28], it is clear how important and influential video content has become.

At the core of many videos, especially movies and TV shows, are the actors. They
drive the story and connect with the audience [4, 5]. Recognizing these characters,
and analyzing their screen time can offer valuable insights. This is not just beneficial
for viewers seeking to find content with their favorite actors, such as through Prime
Video X-Ray [29], but also plays a critical role in organizing and indexing video
content and in security surveillance.

However, identifying actors in videos automatically is a complex challenge. The
research and industry have developed various methods to tackle this, ranging from
techniques that benefit from text cues like scripts and subtitles to pure image-based
techniques.

Early works, such as Satoh and Kanade’s [ 7] Name-It, associated faces with names
by leveraging transcripts in news videos. Everingham et al. [8] proposed a method
for automatically naming characters in TV video by combining face detection with
subtitle alignment. Sivic et al. [9] combined weak supervisory information from
subtitles and scripts with visual tracking to improve person-specific classifiers in
video data. Zhang et al. [6] developed a system for character identification in feature-
length films using global face-name matching, leveraging both visual and textual
cues. Haurilet et al. [21] advanced this concept by analyzing dialogues to improve
character naming accuracy. Parkhi et al. [18] presented an automated video face
labeling method for films and TV material, utilizing weak supervisory data from
transcripts and employing novel convolutional neural network (ConvNet)-based face
features and linear programming.

While text-assisted methods have shown promise, they rely heavily on the avail-
ability and accuracy of textual data, which may not always be accessible or reliable.
Consequently, pure image-based techniques have gained attention for their poten-
tial to operate independently of textual information. Wolf et al. [22] introduced a
face recognition method in unconstrained videos by exploiting matched background
similarity to improve recognition in challenging conditions. Tapaswi et al. [20] pre-
sented a probabilistic approach to person identification in TV series by integrating
facial features, clothing, and scene context. Haq et al. developed DeepStar [19], a
method aimed at detecting and identifying starring characters in movies without
relying on external reference data. They utilized deep learning techniques for face
recognition and clustering to automatically identify main characters based solely on
visual information from the video. Recently, Aggarwal et al. [17] introduced a robust
actor recognition system capable of processing over 5000 diverse TV episodes and
movies by employing clustering and key facial selection.
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Al-driven approaches have significantly advanced actor recognition, particularly
in the areas of face detection and recognition. For face detection, methods like
the Multi-task Cascaded Convolutional Networks (MTCNN) [16] have improved
detection accuracy by jointly handling face detection and alignment. RetinaFace [15]
introduced a single-stage approach that performs pixel-wise face localization and
achieves high accuracy on challenging datasets. MediaPipe [26] offers a framework
for building perception pipelines, including efficient face detection suitable for real-
time applications.

For face recognition, models such as FaceNet [ 10] introduced a unified embedding
for face recognition and clustering using a deep convolutional network trained with
triplet loss. SphereFace [13], CosFace [12], ArcFace [11], and MagFace [14] have
progressively improved recognition performance by introducing modern techniques,
such as margin-based losses that enhance the discriminative power of the learned
embeddings. This technology has reached near-perfect performance in still images
where faces are directly facing the camera. Yet, applying these advancements to
video frames remains very challenging due to varying lighting conditions, different
camera angles, partially occluded faces, and the dynamic nature of scenes.

Our work, built on state-of-the-art techniques for face detection and recognition,
mainly MTCNN and ArcFace, and presents a fresh perspective on the challenge
of identifying actors, focusing not only on recognizing them but also on accurately
calculating their screen time. Unlike prior end-to-end actor recognition pipelines that
primarily focus on actor identification or clustering, our approach provides a detailed
analysis of each actor’s presence throughout the video, offering valuable insights for
both content analysis and industry applications. This aspect has been less explored
in previous studies but is crucial for a deeper understanding of video content.

The main contributions of this chapter include: ® The development of a com-
prehensive automated actor recognition pipeline, introduced step by step. It begins
with shot detection, moves on to face recognition and tracking, and concludes with
clustering, and postprocessing. Furthermore, we introduce a novel component that
accurately calculates the screen time of actors, providing quantitative data on their
presence in the video — a feature not extensively addressed in previous research.
@ The release of human-labeled test videos from Czech TV series, specifically de-
signed for evaluating screen time, available for download at www.aarvc.kerepecky.eu.

By focusing on both actor identification and precise screen time calculation, our
work offers a more comprehensive understanding of video content, with potential
applications in content indexing, audience analytics, and personalized recommenda-
tions.

The rest of the paper is organized as follows: Section 2 covers the automated actor
recognition pipeline, including implementation and strategies. Section 3 presents
test videos, experimental results, and their detailed analysis. The paper concludes
with Section 4, summarizing the contributions and findings, followed by Section 5,
which contains the acknowledgments.
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2 Automated Actor Recognition Pipeline

Our pipeline illustrated in Figure 1 is a systematically designed framework for iden-
tifying actors in video content and calculating their screen time. This comprehensive
process begins by dividing the video into discrete shots, which enhances the over-
all efficiency of the pipeline and is essential for accurate actor time analysis. After
segmenting the video, the pipeline alternates between employing a face detection
algorithm in every nth frame and tracking faces in intervening frames based on pre-
viously detected bounding boxes. This strategy optimizes performance by reducing
computational load of face detection algorithms.

The pipeline then aggregates detected and tracked faces into face tracks by link-
ing individual detections across frames, effectively representing the presence of an
individual’s face throughout the video shots. For each face track, a faceprint—a nu-
merical representation of the facial features—is generated. This embedding is crucial
for comparing face tracks against a pre-existing database of known actors’ faceprints.
This database serves as a reference point for matching the generated faceprints from
the video, determining the likely actor associated with a given face track based on
faceprint similarity.

In instances where face tracks do not match any database entry, the pipeline
clusters these tracks based on their similarity, aiming to identify face tracks of
actors not initially recognized. This phase not only aids in recognizing additional
occurrences of a given actor in the video but also enhances the precision of calculating
screen time. The end of this pipeline is the final recognition phase, based on the
outcomes of the matching and clustering processes. This stage involves generating
detailed XML reports that include metrics such as average matching score and screen
time for the identified actors. These reports make the data useful for downstream
processes, such as automatically updating movie databases with actor details.

2.1 Implementation details

Our pipeline is implemented in Python, utilizing a suite of open-source libraries to
streamline video processing and actor recognition. Key components include Arc-
Face with MXNet [30] for deep learning-driven face recognition, Multi-task Cas-
caded Convolutional Network (MTCNN) [16] for precise face detection, alongside
OpenCV [31] and dlib [32] for comprehensive image processing. Data handling
and analysis are powered by pandas [38] and NumPy [33], with matplotlib [34] for
visualizations. SciPy [35], scikit-learn [36], and scikit-image [37] support scientific
computing and image analysis. Python object serialization is handled by pickle [39],
and SceneDetect [40] is used for accurate scene change detection. To enhance per-
formance, the pipeline leverages GPU computation, significantly accelerating the
processing speed of both the face detector and face classifier.
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Fig. 1 Automated Actor Recognition Pipeline: This workflow begins with movie shot detection,
progresses through face detection, tracking, and assembling into face tracks. The identified face
tracks are encoded, and their median faceprints are matched against an actor faceprint database.
Subsequently, all face tracks are clustered with identified actor tracks to find unmatched tracks
within the video. Post-processing tasks, such as calculating screen time or verifying presence in the
video, yield the desired outcome.

2.2 Video Processing

The video processing phase is initiated through a setup of command line arguments,
which facilitates the input of video paths, database files, mode of operation, and
various other settings crucial for customizing the processing flow. The video file
is loaded using OpenCV’s VideoCapture, a tool for video operations in Python,
allowing frame-by-frame analysis.
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2.2.1 Shot Detection

The shot detection module, also known as cut detection, is an essential component
designed to split up a video into basic temporal units called shots. A shot consists
of a sequence of connected images captured in succession by a single camera,
which together depict a continuous event unfolding over time and space. Temporal
segmentation of videos is achieved by leveraging the SceneDetect library, which
applies a content-based detection strategy to identify changes between frames that
signify a new scene or shot. The algorithm uses a predefined threshold to accurately
identify transitions across different video formats. Shot detection is crucial for the
organization of the video into manageable parts, thereby simplifying the tracking
and identification of actors across various scenes. Moreover, accurate shot detection
is essential for the precise calculation of screen time, as detailed in Sec. 2.4.2.

2.2.2 Face Detection and Tracking

After segmenting the video, our system employs a dual approach to detect bounding
boxes around faces in video frames (see example in Figure 2). It alternates between
using a face detection algorithm in every nth frame and activating a correlation
tracker in the intervening frames where the detector is off.

For face detection, it uses the MTCNN, ensuring accurate identification of faces
within the frames. In frames where the detector is off, faces are tracked across the
video to maintain identity continuity. This is achieved with dlib’s correlation tracker,
which updates the position of each detected face in subsequent frames, linking
detections across the video.

The effectiveness of tracking individual faces depends on the detection frequency,
which is adjusted based on the video content. While a high detection frequency may
slow down the process, too infrequent detection in fast-paced videos could lead to
completely losing the actor in the scene.

Shot: 3 Frame: 260

N

Fig. 2 Face Detection Demonstration: Bounding boxes highlight faces identified by either MTCNN
face detection or dlib’s correlation tracker. Frame from ’Friends’ SO6E16.
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2.2.3 Face Connecting

Connecting faces across frames, whether detected directly or through tracking, is
handled by a custom FaceConnecter class. This class uses the centroid tracking al-
gorithm to accurately link detections across frames. By calculating the Euclidean
distance between the centroids of newly detected and previously seen faces, it de-
termines whether a face should be added to an existing track or start a new one. As
demonstrated in Figure 3, this approach ensures consistent tracking of each actor’s
presence throughout the video. The system also temporarily maintains tracks for
faces that disappear, employing a predefined period to assess if they reappear, thus
adeptly managing both new and ongoing tracks. After a face track is terminated, ei-
ther because the face has disappeared or due to a video shot boundary, the face track
is saved, and the median faceprint embedding for the whole face track is calculated
from all faceprints corresponding to all bounding boxes in the track.
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Fig. 3 This illustration demonstrates the FaceConnector class in action, using the centroid tracking
algorithm to link face detections. Face Tracks #1 and #2 are shown being consistently tracked,
maintained, and updated as they move across frames. The lines connecting the bounding boxes
represent the calculated Euclidean distances, aiding in determining whether to continue an existing
track or to initiate a new one. Face Track #3, initiated for a newly detected identity not in proximity
to any existing tracks, is added as a separate track.

2.3 Faceprint Generation

Faceprints are vectors of numbers representing detected and aligned faces, created
using deep convolutional neural networks (CNNs) to capture unique facial features in
a low-dimensional space. These embeddings are crucial for enabling the comparison
and analysis of faces on a quantitative basis, invariant to ordinary face rotation, facial
expression, age, and partial face occlusion (e.g., glasses or different hairstyles).
Faceprints for the analyzed video are computed online during video processing,
however, faceprints for actor databases may be precomputed offline. In Figure 4, we
illustrate the actor database folder structure and the faceprint generation process.
First, we filter out unsatisfactory actor images in the database, and then we calculate
the median faceprint for each actor.
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Fig. 4 Schematic representation of the faceprint generation process from an actor database. It
illustrates the initial image check and subsequent faceprint encoding, which converts approved
images into a median faceprint for reliable actor recognition.

2.3.1 Image Check

An image quality check is conducted to ensure that only faces meeting specific
criteria — including clarity, lighting, sharpness, appropriate size, and singularity —
are processed. This step evaluates the suitability of each image, discarding any that
do not contain a face or that could otherwise degrade the quality of the generated
faceprints. Examples of discarded images are presented in Figure 5, with detailed
explanations in the caption. Our pipeline logs all image issues, which allows us to
easily update the database with new actor face images.

Color issue Corrupted No face detected Small face Multiple faces

Fig.5 Illustration of rejected images due to quality check criteria noncompliance. From left to right:
’Color issue’ signifies an image that lacks sufficient color saturation for processing; ’Corrupted’
refers to an image with digital artifacts; "No face detected’” highlights an image where no face is
recognized; *Small face’ indicates a face too small for reliable processing; and Multiple faces’
shows an image with more than one face detected, which contradicts the singularity requirement.






