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1 Inverse problems and Bayesian inference

Linear inverse problems arise in many research areas, including medical imaging, genomics, and atmo-
spheric emission estimation. They are often formulated as

y=Hzx +e, (1)

where y € RP denotes the measured data, € R™ is the unknown source vector, and H € RP*"™ defines
the relationship between them. The error term e is typically assumed to follow a Gaussian distribution
with zero mean and precision w, i.e. with covariance matrix w™'I. In the simplest case, when n = p
is reasonably small and H is well conditioned, the problem can be solved by directly inverting H. In
real-world applications, however, this is rarely the case: n and p may be large and unequal, and H is
often ill-conditioned. Moreover, the structure of H may not be known, or it may contain errors. As a
result, inversion becomes numerically unstable, and when the number of unknowns exceeds the number
of measurements, the solution is generally not unique. Therefore, minimizing the mismatch between the
data and the model prediction, here expressed as

argminHy—H:an7 (2)
xr

typically requires regularization, for example through assumptions of sparsity or smoothness.

The Bayesian approach provides a natural way to incorporate such regularization, or more generally
prior information, into the estimation process. Under Gaussian observational noise, Eq. (1) induces the
likelihood

ylz ~ N (Hz,w 'T), (3)

which describes the distribution of measurements given x. Bayes’ theorem combines this likelihood with
a prior distribution on « to obtain the posterior distribution. More complex hierarchical models may
further specify the distributions of w, x, or other hyperparameters. In such cases, the posterior is often
not available in closed form, and an approximate inference method is required. One option is variational
Bayes, which approximates the posterior by removing selected posterior dependencies between unknown
random variables and estimating the parameters of the approximating distribution by coordinate descent.

2 Atmospheric inversion

In atmospheric emission estimation, the unknown temporal profile, represented by the vector  in Eq. (1)
and called the source term, is estimated from ambient measurements. In this setting, y contains ra-
dionuclide observations from a network of measuring stations, and the source-receptor-sensitivity (SRS)
coefficients form the matrix H describing transport from the source location to the detectors.
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The true source term is typically unknown, which makes direct assessment of reconstruction quality
difficult. In practice, the inferred source term can usually only be compared with previously published
estimates obtained using different datasets or methods. This makes reproducible code particularly im-
portant in atmospheric inversion studies. Motivated by this, we develop a modular and extensible Python
toolbox for atmospheric inversion.

We assume additive Gaussian errors, so the likelihood is again given by Eq. (3). The precision
parameter w is estimated within a variational Bayes framework, reducing the need for a manual tuning.
The proposed toolbox implements three prior models for . The simplest is variational ridge regression,
in which the prior shrinks the estimate of & towards zero while the hierarchical model estimates the
strength of this regularization. It is achieved by following priors

x~N(0,07'T),
v~ G (ag, Bo) . (4)

A more flexible alternative is the sparse prior model. Here, the regularization strength is not shared
across all elements of x, allowing some components to remain close to zero while others take nonzero
values, thereby promoting sparsity. The priors are

z ~ N (0,diag (v')),
UjNg(anaﬂOj)’ jzla"'ana (5)

where diag(-) denotes the diagonal matrix formed from the vector v.

The most advanced implemented source-term model is the Least-Squares Adaptive-Prior-Covariance
(LS-APC) prior [2]. This model also estimates the prior covariance structure through a more flexible
parameterization. The covariance matrix is decomposed as a product of structured matrices, yielding a
tridiagonal covariance matrix. As a result, not only the marginal variances of & but also the covariances
between neighboring components are inferred. Since the elements of these matrices are themselves treated
as random variables with prior distributions, the model provides a flexible regularization mechanism with
little or no manual tuning.

In addition, we implement correction models for errors in the SRS matrix H. Assuming that these
errors are small, an elastic correction model is used to constrain the admissible perturbation. The SRS
coefficients are interpreted as a continuous spatio-temporal field, and the location and time of each
measurement may be shifted within predefined bounds. These shifts are estimated jointly with the
source term « in a hierarchical Bayesian model. We implement two such models: BiasCorr [3] and
BiasCorrGP [1]. The first is a hierarchical model with Gaussian and Gamma prior distributions on its
parameters and shift correlation determined by spatial and temporal distance between measurements.
The second employs a Gaussian process prior for the shifts, which enables estimation of the correction
even at locations where no measurements were taken. The correction model can be used separately or
jointly with the source-term models to find the best possible solution.
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