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ABSTRACT ARTICLE HISTORY

Reinforcement learning (RL) agents often fail in adversarial environments where the iece've% 1112 ?\;fcerbzeorzéozs
Markov Decision Process (MDP) assumption of a stationary environment is violated. ccepte arc
While model-free solutions for this setting exist, planning-based counterparts remain KEYWORDS

less explored. This paper introduces offline and online value iteration algorithms within Dynamic programming;
the Threatened Markov Decision Process (TMDP) framework, in which the RL agent  adversarial machine
maintains and updates a Bayesian belief over the adversary’s policy. The belief is learning; multi-agent
integrated into a modified Bellman optimality equation to compute robust policies. re'l?forcem?,m learning;
We evaluate our framework with the stochastic adversarial multi-agent Coin Game. Our f;’ar‘:j; r.eugao:;?;\]ent
primary finding is that the model-based agent outperforms the TMDP version of model- reinforcge’mezt learning
free Q-learning by a significant margin, confirming that the benefits of model-based

planning extend from MDP to TMDP. Furthermore, the proposed framework maintains

a performance advantage over Q-learning baselines even when the system'’s transition

function is unknown. The RL agent also demonstrated robustness to direct adversarial

interactions. This work validates TMDP value iteration as an effective, planning-based

approach for decision-making against adaptive adversaries.

1. Introduction

Modern reinforcement learning (RL) has achieved remarkable performance across various complex
domains, yet its success is largely predicated on a simplifying assumption: the agent’s chosen strategy
should not significantly influence the underlying environment dynamics and reward function (Puterman,
1994). This assumption is challenged in contemporary, real-world applications where intelligent agents
have to face adversarial influences. The need for robust decision-making in such adversarial setups is
therefore critical for the safety and reliability of advanced Al systems. These challenges manifest across
diverse, high-stakes domains: from Al security (Goodfellow et al., 2015) to dynamic security games, where
intelligent opponents strategically adapt their behaviour to disrupt an agent’s objectives (Tambe & Jain,
2011) and in adaptive control, where systems must preserve performance despite worst-case disturbances
or malicious interventions (Basar & Olsder, 1999). These adversarial scenarios expose a critical flaw in
standard RL methodologies: an optimal policy learned under the classic Markov Decision Process (MDP)
framework often fails when an opponent actively manipulates state transitions and/or the reward structure
(Mao & Zhang, 2021). In essence, conventional MDPs lack mechanisms to account for strategically changing
dynamics driven by other intelligent agents. This limitation underscores the necessity for new RL methods
that are resilient to non-stationary adversarial influences. Foundational Multi-Agent Reinforcement Learning
(MARL) theory typically addresses these interactions by applying game theoretic approaches to find system-
wide equilibria (Bowling & Veloso, 2001; Hu & Wellman, 2003). However, these methods often rely on strong
assumptions regarding opponent rationality and convergence. In contrast, this work builds upon the
Threatened Markov Decision Process (TMDP) framework (Gallego et al., 2018, 2019). The TMDP adopts a
decision-theoretic perspective grounded in Adversarial Risk Analysis (ARA) (Insua et al., 2009), which focuses
on maximising the subjective expected utility of a single supported Decision Maker (DM) (Karny & Guy,
2012). By leveraging the single-agent perspective, it avoids the complexity of modelling the entire multi-

CONTACT Jurij Ruzejnikov @ ruzejnikov@utia.cas.cz

© 2026 The Author(s). Published by Informa UK Limited, trading as Taylor & Francis Group.

This is an Open Access article distributed under the terms of the Creative Commons Attribution License (http://creativecommons.org/licenses/by/4.0/), which permits
unrestricted use, distribution, and reproduction in any medium, provided the original work is properly cited. The terms on which this article has been published allow
the posting of the Accepted Manuscript in a repository by the author(s) or with their consent.


https://doi.org/10.1080/21642583.2026.2646376
http://www.tandfonline.com
http://crossmark.crossref.org/dialog/?doi=10.1080/21642583.2026.2646376&domain=pdf
https://orcid.org/0009-0002-9993-5713
https://orcid.org/0000-0003-1017-0727
http://creativecommons.org/licenses/by/4.0/
mailto:ruzejnikov@utia.cas.cz

2 J. RUZEJNIKOV AND T. V. GUY

agent system, allowing the DM to optimise against an unknown and potentially non-stationary adversary
(ADV). While prior work proposed a model-free Q-learning solution for TMDPs (Gallego et al., 2019), we
introduce a complementary model-based dynamic programming (DP) algorithm.

The core contribution of this work is the development of a non-stationary value iteration procedure for
TMDPs that explicitly integrates the DM'’s belief about the adversary into the planning and learning process.
Specifically, the main contributions of the paper are as follows:

- Value iteration for TMDP: We formulate a model-based Dynamic Programming approach for TMDPs.
Unlike previous model-free approaches (Gallego et al., 2018; Gallego et al., 2019), our method leverages
transition dynamics to compute robust policies, bridging the gap between planning and learning in
adversarial environments.

- Bayesian belief integration: We introduce a mechanism to integrate Bayesian belief updates directly
into the Bellman optimality equation. This allows the agent to maintain and update a probability
distribution over the ADV’s policy and the system’s transition dynamics, allowing forecasting of adver-
sarial actions and adaptation to non-stationary threats.

Offline and Online versions: We derive and evaluate both offline (planning) and online (learning) value
iteration algorithms. We demonstrate that, under known transition dynamics, the online variant suc-
cessfully converges to performance matching the offline planner, confirming the validity of our belief
estimators.

Empirical validation: Through extensive experimentation in the stochastic Coin Game environment
(Altmann et al., 2025; Foerster et al., 2018; Perera and de Nijs, 2025; Zhao et al., 2022), we demonstrate
that our model-based value iteration agent consistently outperforms both the model-free TMDP Q-
learning baseline (Gallego et al., 2018, 2019) and the ADV-blind MDP Q-learning baseline (Watkins &
Dayan, 1992). Furthermore, we show that when the transition dynamics are known, the agent also
surpasses strong heuristic baselines.

Collectively, the listed contributions offer a solution for safety-critical domains where sample efficiency
and planning against worst-case contingencies are important. By merging ideas from robust control and
opponent-aware learning, our method provides a systematic way to compute decision policies that are
cautious against exploitation yet adaptive as the ADV’s strategy evolves.

1.1. Conventions and notation

R denotes the set of real numbers. T = {0, 1, 2,...} is the discrete time index set, and K = {0, 1, 2,...} is the
iteration index set. Subscripts t € T and k € K are used to indicate time steps and iteration indices,
respectively. DM is the decision maker, whose policy we aim to optimise. ADV is the adversary, whose
actions influence the dynamics and rewards of the DM. Agent denotes an autonomous entity interacting
with the system. Both the DM and the ADV are agents. System denotes the stationary component of the
world, whose state transitions depend on the joint actions of the DM and the ADV. Environment is the
external world from the DM'’s perspective, comprising both the stationary system and the non-stationary
ADV. S is a finite, discrete set of states S. Serm C S denotes the set of terminal states (if the task is episodic),
from which no further transitions occur and in which the value function is zero. A is the set of actions
available to the DM, and B is the set of actions available to the ADV; we write a € A and b € B.
P:Sx A xB — A(S) is the transition function, where A(S) denotes the probability simplex over S.
rSxAxBxS—R is the reward function for the DM. 1°™: S — A and m/®': S — A(B) denote the

DM'’s and the ADV’s decision rule at time t respectively, and 7 and mAPY without subscript denote their
policies. V: S x B — R is the state-adversary value function given state s and the ADV's action b, and
V:S - R is the state value function considering the DM’s beliefs about the ADV. Q: S x A xB = R
denotes the state-action-adversary action value function (Q-function) in state s, given the DM'’s action a and

the ADV's action b. y € [0, 1) is a discount factor for future rewards. Throughout the paper, a # denotes an

empirical estimate e.g. A" is an estimate of 7/""".
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2. Threatened Markov Decision Processes

We utilise the Threatened Markov Decision Process (TMDP) framework (Gallego et al., 2019), which accounts
for the presence of an ADV who modifies state and reward dynamics, resulting in a non-stationary
environment. This augmentation of an infinite-horizon MDP, illustrated in Figure 1, considers modifications
to the transition process, changes in reward formation, and incorporation of the DM'’s beliefs about the
ADV'’s actions.

Unlike standard stochastic games in MARL, which rely on Game Theory to provide rigorous theoretical
guarantees regarding the existence and convergence to joint solutions (Bowling & Veloso, 2001; Hu &
Wellman, 2003), the TMDP frames the problem asymmetrically from the perspective of the supported DM
(Gallego et al., 2019; Insua et al., 2009). By augmenting the MDP state-space to include the ADV’s actions as
an environmental parameter, we treat the ADV not as a rational peer conditioned by equilibrium
constraints, but as a dynamic source of uncertainty interfering with the reward generating process.

Definition 2.1. A Threatened Markov Decision Process (TMDP) is a discrete-time stochastic process
represented as a sequence

(Sv A, Ba Pl r1 ntDMl ntADV);;O’ (1)
where

- S:afinite discrete set of states representing all possible configurations of the system. We write s; € S for
a specific state at time t.

A: a discrete set of actions available to the DM, a; € A is the action which the DM selects at time t.

- B: a discrete set of actions available to the ADV, b; € B is the action which the ADV selects at time t.

« P: S x A xB — A(S) is the transition function P (s.+1]| St, a;, by) specifying the probability of the system
transitioning from state s; to s;+; when actions a; and b; are adopted.

+ nSXxAxXxBxS—>R is a deterministic reward function r(s, a, b, St+1) that defines the reward
obtained by the DM when the system transitions from s; to St after actions a; and by are applied.
m?™:'S — A is the DM's decision rule at time t.
n/PY:'S - A(B) is the ADV's decision rule at time t.

When the context is clear, we will use the convention where a variable (e.g. s, a, b) denotes its value at
the current time step t, and the prime notation (e.g. s’, @', b’) denotes its value at the subsequent time t + J,
i.e. s =5 and 8’ = s4q. Otherwise, we use the time index explicitly.

Environment

Adversary
(ADV)
W;’lD\w (bf | 'St)

A

action b,

System
P(5t+1|5t» at, bt)

f———@ state sy

YVY

action a; reward 7 (s¢, at, by, 5¢41)
Decision

Maker (DM)

M (ars)

A A

Figure 1. The TMDP interaction loop illustrates the flow of actions, state, and reward information between the decision
maker (DM) and the environment, which comprises the system and the adversary (ADV).
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We formally distinguish between a decision rule, denoted 75, which is a time-varying mapping that may
change at each time step, and a policy, denoted 1, which is a stationary (time-invariant) mapping. While the
TMDP framework is defined over decision rules, our theoretical analysis and convergence proofs (Section 2.2
and Appendix A) rely on the stationarity of policies. The online algorithms (Section 2.4) relax this constraint to
adapt to the ADV in real-time. Note that the reward function r is defined from the DM’s perspective. The ADV

may be operating using its own reward function, but this process is not modelled. Instead, the TMDP framework

focuses on directly modelling or estimating the ADV's decision rule "°" (or policy 7A%).

Standard MDP formulations assume a stationary environment (Puterman, 1994). If we use such an MDP
formulation directly, the ADV’s decision rule would be absorbed by the environment’s dynamics. However,
our environment is non-stationary because the ADV’s decision rule is expected to evolve over time. As
Figure 1 illustrates, the TMDP framework addresses this by decomposing the environment into two parts:

(1) A stationary system with transition dynamics P (S¢+1] S, &, by), capturing the underlying physics of the
world, which are assumed stationry.
(2) A non-stationary ADV, whose actions are specified by the time-varying decision rule 7%V (b, | s,).

This separation allows us to isolate the non-stationary component 7/"®Y from the stationary system
dynamics P. This simplifies the analysis and allows us to explicitly model the ADV's decision rule.

Finally, we assume the DM can observe the ADV'’s action b after the transition. We acknowledge that in
many real-world security scenarios, adversarial actions are latent (Khakpour & Parker, 2024; Niknami & Wu,
2021). Relaxing this assumption would require extending the framework to a Partially Observable TMDP
(POTMDP) and performing posterior inference to estimate b based on observations. However, we treat the
fully observable case as the foundational step required to validate the TMDP planning structure before
addressing the additional complexity of partial observability (White, 1991; Zhaikhan & Sayed, 2025).

2.1. Dynamics of TMDPs

At each discrete time t=0, 1, 2,..., the fundamental TMDP interaction loop, illustrated in Figure 1,
proceeds as follows:

(1) The DM observes the current state s; € S.

(2) The DM and the ADV simultaneously select actions a; € A and b; € B, respectively, without observing
the other’s choice.

(3) The system transitions to a new state sg,1 ~ P (-] S, &, by).

(4) Areward r, = r (S, &, by, St+1) is generated for the DM, who then observes the new state s;.;, the reward
I, and the ADV’s action b.

This interaction model forms the basis for two distinct problem settings:

- Offline (planning): The transition function P (s'| s, a, b) and the ADV's stationary policy 7%V (b | s) are
assumed to be known a priori to the DM. The objective is to find the optimal stationary policy 7° by
solving the Bellman optimality equations (Section 2.2), through offline value iteration (Algorithm 1,
Appendix B) before any interaction with the environment occurs.

- Online (learning): The functions P and 77*°Y are unknown to the DM. The DM must interact with the
environment by executing the interaction sequence described at the beginning of this section. After each
step, the DM uses the observed tuple (s, &, by, St+1, It) to update its estimates I3t and ﬁtADV (Section 2.3) and

refine its own decision rule P using the online value iteration (Algorithm 2, Appendix B).

2.2. Optimality equations

In classical MDPs (Puterman, 1994), the action-value function (or Q-function) Q(s, a) represents the
expected discounted cumulative reward when adopting action a in state s. It is defined through the
Bellman optimality equation
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Q(s,a)= Y P(s']s, a)gr (s, a,s’) + ymaxQ(s’, a’)E.

s’eS a'eA

In the TMDP setting, this structure is modified to account for the ADV's action b, which affects both
transitions and rewards. This leads to the following TMDP Q-function

Q(s,a,b)= ¥ P(ss a, b)gr (s,a, b, s)+y 3 V(b s’)n)aﬁQ (s', a’, b’)E. )

s'eS b’eB
From (2), we define two related value functions. The state-adversary value function V (s, b) is the value
achieved by the DM'’s optimal action a given the ADV’s action b in state s, that is
V (s, b) = maxQ(s, a, b), (3)
acA

and the value function V (s) is the expected value before observing the ADV’s action, based on the DM's
belief about the ADV's action 7PV (b | s)

V()= 3 T (b [s)V (s, b). @
beB
By substituting (4) into (2), and then into (3), we get the Bellman optimality equation for V (s, b). The
value iteration update rule (Sutton & Barto, 2018) for solving (3) then has the following form

Vie1(s, b) =max Y P(s']s, a, b)gr (s,a, b, s)+y 5 a0V (b'| ") (s, b’)

aeA ges b’eB

where k is the iteration index. In the case of online learning, t is used instead, and the policy AP is
replaced by the decision rule rrtADV. The iteration (5) is initialised with an arbitrary value \j. For an infinite-
horizon problem, V; (s, b) can be set to any finite value (e.g. (s, b) = 0) for all s € S, b € B. If the task is
episodic, V (s, b) = 0 for all s € Sierm. A proof of convergence of (5) can be found in Appendix A.

The Bellman optimality equation (5) is strictly defined for a stationary environment, assuming
P(s'| s, a, b) and "%V (b’| §) are time-invariant. In the online setting, however, the environment parameters
are unknown and the ADV may adapt. To address this, we adopt a certainty equivalence principle (Kaelbling

et al,, 1996; Mete et al.,, 2022). Specifically, at each time step t, we replace the unknown true functions P and

% in (5) with their respective time-dependent estimates P, (s'|'s, a, b) and 7% (b’| s’), derived in

Section 2.3. We then solve the planning problem as if these estimates were the true, fixed system
parameters. While this approximation ignores the uncertainty in the parameter estimates, it allows us to
leverage tractable dynamic programming updates, provided the quasi-stationarity assumption (see
Section 2.3) holds during the decision-making. Fully non-stationary solutions remain an open research
challenge (Feng et al., 2023; Foster et al, 2022; Hernandez-Leal et al, 2019) and are a subject for
future work.

In the offline setting, the ADV's policy is fully known to the DM. Once convergence is reached, the
optimal policy is extracted through

m™M(s) = argmax ¥ 72%Y(bls)Q(s, a, b). ©)
aeA beB

In the online setting, the DM uses the current approximation Q; of the Q-function, performingQ; of the
Q-function, performing
AADV N
nM(s) = argmax 3 7 (bls)Q(s, a, b), 7)
aeA  beB
which is suboptimal but adapts on the fly as beliefs and value estimates are updated.
In the online setting, when the DM chooses action a in state s according to (7), the DM must rely on the
belief A%V (b | s) to account for uncertainty. After the transition to s’ occurs, the actual b is revealed, and
value function updating is performed using the realised tuple (s, a, b). This separation ensures that the DM
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accounts for uncertainty during decision-making via (7), while using the observed ADV’s action for the value
update (5).

2.3. Estimation of transition function and belief

We model the DM’s uncertainty about both the ADV’s decision rule and the transition dynamics with
Dirichlet-multinomial updates from observed counts.

For the ADV's decision rule, let ©; € A(B) denote the unknown multinomial parameter vector in state s.
We place a Dirichlet prior (Ferguson, 1973)

©s ~ D({av}pes). >0, Vb eB, @8)

and maintain counts Cq (s, b) of the observed ADV actions at state s. Given these counts, the posterior over
O, is D(a; + Co(s, by), ...,an + Co(s, by)) and we use the posterior mean of O as the DM’s working belief

AADV _ _ 9% *Cols b)
m (bls) = E[6(b)|Cqf(s, b)] = Shes (@ + Cols, b))

For the transition function (see Definition 2.1) let @, € A(S) denote the unknown multinomial
parameter vector for (s, a, b). With a Dirichlet prior D({Bs}es) and counts Cp(s, a, b, s’) of observed
transitions, the posterior over @ ,, is again Dirichlet, and we shall use as estimate the posterior mean

, Vb eB. 9

By + Co(s, a, b, s)
Sees(Bs + Cols, @, b, 8))

é\(s]s, a, b) = E[®,,,(s)ICo(s, &, b, §)] = (10)

In the absence of prior information, one may set a, = 8, =1, Vb € B, Vs € S.

We assume the environment parameters ©; and @ 5, are subject to a quasi-stationarity constraint. This
condition is naturally satisfied when the ADV employs a fixed strategy. In the case of adaptive ADVs we
assume that the interaction evolves towards a stable configuration where the ADV's decision rule becomes
locally stationary. This assumption is supported by the coupled dynamics of the learning process: as the
counts increase, the DM'’s estimator sensitivity decreases, naturally stabilising the DM’s policy (Sanov, 1958).
This, in turn, presents the ADV with an increasingly stationary environment, facilitating the convergence of
the ADV’'s own learning process (e.g. the Q-learning baselines (Gallego et al., 2019; Watkins & Dayan, 1992)
used in Section 3). While the decreasing sensitivity implies a limited ability to adapt to sudden changes in
the late stages of learning, it aligns with the empirical observation that policies stabilise as the learning
progresses (see Section 3). The quasi-stationarity constraint allows us to validate the benefits of the TMDP
planning structure in consistent adversarial settings. Adaptation to highly volatile ADVs can be improved by
adding forgetting mechanisms (Kulhavy & Karny, 1984; Kulhavy & Zarrop, 1993), which would allow the
estimator to remain responsive to changes in the ADV's decision rule. This extension is a subject for
future work.

2.4. Value iteration algorithms

We present two primary implementations of TMDP value iteration, which are split into three distinct
experimental settings based on what the DM knows a priori.

2.4.1. Offline asynchronous value iteration

When P (s|s, a, b) and a stationary ADV policy 7PV (b | s) are known to the DM, the optimal value function is
obtained by repeatedly applying the value update (5) for all (s, b) until convergence. Algorithm 1 (Appendix
B) implements an in-place (asynchronous) sweep. This approach is memory efficient as it updates a single
table, meaning that calculations within the same sweep may use already updated values. A non-in-place
(synchronous) variant would compute an entirely new table Vy+; using only values from the previous table
Vi, thus requiring two tables in memory. Upon convergence, the optimal policy (6) follows.



SYSTEMS SCIENCE & CONTROL ENGINEERING 7

2.4.2. Online value iteration

In the online learning scenario, the DM interacts with the environment step-by-step to update its value
function and models. The general online algorithm (Algorithm 2, Appendix B) provides the framework for
this learning, but we test two specific variants based on the DM'’s initial knowledge:

Unknown transition function & Unknown policy/decision rule:

This is the fully online-learning scenario. The DM must learn both the transition function and the ADV's
policy (or decision rule) from observed interactions. At each step, it updates its estimates ﬁtADV (-] s) via (9)

and P (-|s, a, b) via (10). This corresponds to the without transition function knowledge agent in the
experiments (see Section 3).

Known transition function & Unknown policy/decision rule:

This scenario corresponds to the with transition function knowledge agent in the experiments (see
Section 3). It represents a common scenario where the dynamics of the system are known, but the ADV's
decision rule is not. The online algorithm is modified to use the true transition function P. Therefore, the

DM only needs to update its belief about the ADV's policy (or decision rule) 7/1\tADV (+]s) via (9). The transition
function estimation step is bypassed.

At each time step t in both online scenarios, the DM in state s; selects an action using its current decision
rule (7). After observing the transition and the ADV’s action by, it updates its relevant model(s) and then
applies a single online value update (5) to the visited state-adversary pair (;, by).

The last case, where the transition function is unknown but the ADV’s policy (or decision rule) is
known, is not explored. This scenario is of less practical interest, as the core challenge in adversarial
environments and the central focus of this work is modelling the unknown, adaptive ADV. Our
experiments in Section 3 therefore focus on cases where, at the very least, the ADV's decision rule
(or policy) is unknown.

2.5. Comments on computational complexity

We conclude with comments about the computational complexity of the algorithms in Section 2.4.

2.5.1. Time complexity
First, consider the baseline: a single sweep of standard value iteration in a classic MDP is O(|S]|A|), as for
each of the |S]| states, it maximises over |A| actions, each requiring a sum over |S| next states.

The complexity of the TMDP algorithms is naturally higher due to the dependence of the value function
V (s, b) on the ADV's action b € B and the expectation over the ADV’s decision rule (or policy). The value
update for a single entry V (s, b) requires computing max,caQ (s, a, b). The calculation of one Q-value
involves a sum over all next states, i.e. |S|. For each next state &', it computes an expected future value,
which requires another sum over the ADV's |B| actions, see (4). Thus, the cost to find the expected future
value for one action a is O(] S || B |). Maximising over all of the DM’s actions makes the total cost for a
single V (s, b) update O(| A || S || B ).

This analysis leads to two scenarios:

- Offline planner: A full sweep of the offline algorithm (Algorithm 1) iterates through all |S| states and all
|B| ADV actions. Inside this loop, it performs a single V (s, b) update. The complexity for one full sweep is
therefore [S| x |B] x O(|A[|S||B]) = O(ISFIAIIB).

+ Online learner: In the online algorithm (Algorithm 2), the update procedure is called once per time step.
It performs a single value update for the observed pair (s, b). Therefore, the time complexity of a single
learning step is the cost of one update: O(JA||S||B]).
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While the offline planner’s time complexity provides a perspective on the time required to achieve
reliable estimates across the entire state space, the online learner might achieve them earlier for relevant,
visited states. This trade-off is consistent with the No Free Lunch theorem (Wolpert & Macready, 1997).

2.5.2. Space complexity
The memory requirements for both versions of the algorithm are the same.

The primary data structure for both versions is the DM’s value function table, V (s, b), which requires
O( S| BJ) space.

« To learn the ADV’s decision rule, the DM stores counts Cq (S, b) (or Dirichlet priors), also requiring
O(| S| B|) space.
The transition function (whether learned or known) requires a table Cp(s, a, b, s’) of size
O( S | A || B ). This term typically dominates the overall space complexity.

Combining these, the total space complexity for both versions of the algorithm is O(|S||B|(2 + |S||A])).

3. Experiments

An empirical evaluation is conducted to assess the efficacy of the proposed framework. The objective of the
experiments is to assess the performance of our TMDP value iteration agent against a variety of baseline RL
and heuristic agents to demonstrate that explicitly modelling the ADV’s decision rule (or policy) enables the
development of more robust and effective strategies in environments with non-stationary adversarial
agents. The experiments were implemented in Python; the dataset and source code are publicly available
(Ruzejnikov, 2025a, 2025b).

3.1. Experimental setup

The experimental testbed is a modified version of the grid-world Coin Game (referred to as the system in
further text, see Figure 1), a standard benchmark in multi-agent reinforcement learning (Altmann et al.,
2025; Foerster et al., 2018; Perera et al., 2025; Zhao et al., 2022). The system is a 7 x 7 grid populated by two
agents, a DM, an ADV and two coins, as Figure 2 depicts.

The system is characterised by the following properties:

« Objective: The terminal condition for a win is defined as when one agent acquires both coins. A draw
state is reached when both coins are collected but distributed between the agents.

® DM (Blue)
6- * ® ADV (Red)
Coin 1

% Coin2

0 al 2 3 4 5 6

Figure 2. Example of starting position of two-agent Coin Game system.
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System rules: At each time step, both players select and execute their actions simultaneously. The
system then resolves outcomes based on several rules: If both players attempt to move to the same grid
cell, the move fails, and both players remain in their original positions. If a player attempts to move off
the grid, the move fails, and the player remains in their original position. If both players attempt to
collect the same available coin in the same step, neither player collects it, and the players stay at their
original positions.

State: The state s € S is a tuple encoding the Cartesian coordinates of both agents and four boolean
flags representing the collection status of each coin for each player. The agents’ value tables are
initialised to the number of states |S| = (7 x 7) x (7 x 7) x 2* = 38 416. However, the true number of
reachable states from the initial position is 11 568, which is due to the system rules. The initial positions
are set to (3, 0) for the DM and (3, 6) for the ADV, with coins at (0, 3) and (6, 3) (see Figure 2).
Perception: While the agents have full observability of the state s defined above, the explicit coordi-
nates of the fixed coin locations are not included. Therefore, agents cannot simply see the coins and
navigate to them, they must learn the locations of the coins through interaction with the system, while
simultaneously adapting their navigation to account for the ADV's influence.

« Actions: The action set for each agent includes directional movement (North, South, East, West) and a
push action. The push action displaces the other player two places on the grid in 8 directions if the
player is in an adjacent cell. Most match-ups are evaluated in two distinct configurations, one with the
push action disabled and one with the push action enabled. In further text, they are referred to as push-
off and push-on, respectively. The push action is included to test the agents’ ability to model and
respond to direct, adversarial interactions, in contrast to the pure resource competitive dynamic of
movement alone.

« Stochastic transition dynamics: The system exhibits stochasticity in its transition function for both
agents. A selected movement action has a 70% probability of executing as intended, with a 30%
probability of resulting in one of the other three movements, chosen uniformly at random. The push
action execution is deterministic.

« Reward structure: The reward structure is simple and tied to the following outcomes: a win yields +5.0.
A minor penalty of —0.1is applied for each step to discourage inefficient trajectories. All other events (e.g.
successful push, collecting one coin) are set to 0 to ensure agents optimise only for the terminal
objective (Sutton & Barto, 2018).

Termination: An episode concludes when both coins are collected. No maximum step limit was
imposed due to the compact nature of the grid, which ensures that terminal states are reached in a
reasonable time.

To establish a comprehensive performance benchmark, we evaluated the TMDP-VI agents (see
Section 2.4) against baseline agents representing the fundamental alternative approaches to adversarial
environments. We explicitly exclude game-theoretic algorithms as they seek equilibrium solutions assum-
ing rational ADVs, whereas the TMDP framework focuses on optimal adaptation to arbitrary, potentially
non-optimal adversarial strategies (Albrecht & Stone, 2018; Hernandez-Leal et al., 2019). The evaluated
agents include:

Online TMDP-VI (Section 2.4.2): An online learner based on Algorithm 2, Appendix B. It learns a
transition function and the ADV’s decision rule. We test two variants: one that learns the transition
function from experience (without transition function knowledge) and one that is provided with the
stationary action execution probabilities (with transition function knowledge).

« Offline TMDP-VI (Section 2.4.1): An offline planner based on Algorithm 1, Appendix B. It calculates the
optimal policy against an ADV with a known transition function and policy. Crucially, this agent
establishes the theoretical performance ceiling. Comparing the Online TMDP-VI agent against this
benchmark allows us to verify the convergence of our online belief estimators.

« TMDP Q-learning: This baseline represents the state-of-the-art in ADV-aware model-free learning
(Gallego et al., 2019). Comparing against this agent allows us to secure the specific benefits of the
model-based planning structure proposed in this work.
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- Standard MDP Q-learning: This baseline represents the class of ADV-blind learning algorithms.
Crucially, because we utilise an exact tabular representation and run experiments to stable configuration
(see Section 2.3), this agent converges to the same optimal policy as a model-based MDP planner.
Therefore, it serves as a sufficient proxy for the asymptotic performance of the entire ADV-blind class
(both model-free and model-based). Its failure highlights that convergence to the MDP solution is
insufficient if the agent lacks an explicit model of the ADV.

- Manhattan (Active/Passive): Deterministic, heuristic-based agents that navigate toward the closest
available coin by minimising the Manhattan distance. Unlike the learning and planning agents, these
baselines are granted access to the coin locations to serve as robust, non-learning baselines (Hart et al.,
1968). Two variants are tested: with the push action enabled (Active) and disabled (Passive). They serve
as a proxy for a model-based, ADV-blind planner: they utilise perfect structural knowledge to plan
efficient paths but fail to account for the specific threat model of the ADV. Comparing against this
baseline allows us to verify that the TMDP agent’s advantage does not stem merely from access to
transition dynamics, but from the specific modelling of the ADV.

The values of the hyperparameters for the respective algorithms, including the discount factor y,
learning rate a, exploration rate ¢, termination criterion 6 (for definition see (Sutton & Barto, 2018) and
initial values for value iteration and Q-learning are detailed in Table 1. Where applicable, the hyperpara-
meters are set to identical values across all agents to ensure a direct and fair comparison. Preliminary
experiments indicated that variations in these parameters do not alter the performance hierarchy presented
in Section 3.2.

3.2. Results

The performance of each agent is primarily quantified through its cumulative reward per episode. To
complement this, we also analyse the terminal outcome ratios (win/loss/draw), which are reported in Table
C1 (Appendix C). All results are averaged over 1 000 independent trials with distinct random seeds. The
learning curves presented in the following figures depict the mean reward across trials, while the shaded
regions represent the 95% confidence intervals based on the Standard Error of the Mean (SEM). Note that
due to the high sample size (Henderson et al.,, 2018), the confidence intervals often visually merge with the
mean line, indicating high statistical significance.

The episode horizon was set to 40 000 episodes. This duration was empirically selected to ensure the
agents’ policies and belief estimates stabilise (satisfying the quasi-stationarity assumption in Section 2.3),
allowing for a statistically significant comparison of asymptotic performance (Henderson et al., 2018).
Empirical monitoring confirms that by 40 000 episodes, the relative performance hierarchy becomes
invariant: the ranking of which agent outperforms another remains constant (in terms of cumulative
reward curves). Therefore, while value function (or Q-function) estimates may continue to refine with
extended training (e.g. 100 000 episodes), the qualitative ranking and the significance of the performance
gaps remain unchanged. Thus, the selected horizon represents the efficient point of diminishing returns
where the comparative conclusions are robust.

Table 1. Hyperparameters for all agents.

Agent class y a € Other

Online TMDP-VI 095 - - W =00, Yap} =1, (B =1
Offline TMDP-VI 0.95 - - d9 = 10-5

TMDP Q-learning 0.95 0.5 0.05 Qo =00, {ap} =1

MDP Q-learning 0.95 0.5 0.05 Qo =0.0
Manhattan - - - -

?Initial values of value/Q function.

PInitial values of prior parameters for transition function estimate (if not
known).

“Initial values of prior parameters for the DM'’s belief about the ADV's decision
rule/policy (if not known).

9Termination criterion for offline TMDP-VI algorithm.
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Regarding the interaction dynamics, draws dominate across nearly all match-ups, often accounting for
well over half of the outcomes. Since draws yield zero terminal reward, the cumulative reward is dominated
by the accumulation of step penalties (— 0.1 per step), resulting in negative mean scores for most match-
ups. The high draw rate is an expected consequence of the system’s symmetry (in initial positions and
agent parameters) and the limited options for agents to gain a decisive advantage. The simplicity and
symmetry are intentional, as they allow us to test the pure advantage of explicit adversarial modelling
without introducing bias from a non-symmetrical agent or system setup. The primary exploitable structure
within the system arises from the 30% stochasticity in the transition dynamics.

3.2.1. Offline TMDP-VI agent vs. heuristic baselines

To establish a theoretical performance upper bound, the Offline TMDP-VI agent was evaluated against
Manhattan heuristics (Figure 3). The plots show that the DM achieves a stable mean reward that is
consistently higher than that of the ADV's. This confirms that the Offline TMDP-VI agent is capable of
finding an optimal policy that successfully exploits the system'’s stochasticity and knowledge of the ADV's
policy. Comparing the scenarios, the availability of the push action (Figure 3b) allows the DM to achieve a
slightly higher mean reward and a wider performance gap over the ADV than in the push-off case
(Figure 3a). Table C1 confirms this, showing that the push-on setting results in a higher win rate for the
DM, even as draws are the most common outcome.

3.2.2. Online TMDP-VI with transition function knowledge vs. heuristic baselines

Against heuristics, the online agent with a known transition function (Figure 4) eventually achieves
outcomes similar to the offline solver. The learning curves clearly demonstrate the online learning process:
the DM's reward starts at a low initial value as it must first learn the ADV's policy from experience. As the
DM'’s beliefs about the ADV's policy improve, its reward converges to almost match the optimal perform-
ance of the offline solver. Conversely, the ADV's reward begins high and decreases as the DM’s decision rule
adapts and learns to counter it. The push action impact is dependent on symmetry: the asymmetric push-
on scenario (Figure 4b), where the DM can push a passive ADV, correlates to the highest cumulative reward
and the highest win rate (Table C1) among the compared cases. The symmetric settings, whether push-off
(Figure 4a) or push-on for both (Figure 4c), are similar to the respective offline case outcomes.

3.2.3. Online TMDP-VI without transition function knowledge vs. heuristic baselines

Figure 5 evaluates the Online TMDP-VI agent without transition function knowledge against Manhattan
heuristics. Performance decreases significantly compared to the known transition function case, as the
agent must learn both the transition dynamics and the ADV’s decision rule. The DM’s reward converges to a
value that is substantially worse than the ADV's. This performance drop is confirmed by Table C1, which

Cumulative rewards Cumulative rewards

—— DM Mean —— DM Mean
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—— ADV Mean —— ADV Mean
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Figure 3. Offline TMDP-VI agent against Manhattan heuristics.
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Figure 4. Online TMDP-VI agent with transition function knowledge vs. Manhattan heuristics.

shows a high loss rate for the DM. However, the agent demonstrates robustness by avoiding loss: it
successfully steers the game to a draw in the majority of episodes. This behaviour is indicative of a sound
reward-maximising strategy: when a win is not achievable, the agent guides the outcome to a draw to
minimise losses. The plots for all three scenarios (Figure 5a, 5b, 5¢) are visually very similar, suggesting that
the difficulty of learning the transition function fully dominates performance, rendering the impact of the
push action negligible.

3.2.4. Online TMDP-VI with vs. Online TMDP-VI without transition function knowledge

To assess the effect of transition function knowledge on performance, Figure 6 compares the Online TMDP-
VI agent with transition function knowledge to its counterpart that must learn the transition function from
experience. Across both push-on and push-off scenarios, the informed agent achieves a significant
advantage over the agent learning the transition function. The agent with transition function knowledge
converges to a higher mean reward. Table C1 confirms this performance gap, showing the knowledgeable
agent converts a substantially larger share of episodes into wins while suffering fewer losses. The plots for
push-off (Figure 6a) and push-on (Figure 6b) show similar trends and converge to nearly identical
outcomes, indicating that the push dynamic does not alter the fundamental advantage gained from
knowing the transition function in this scenario.
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3.2.5. Online TMDP-VI with transition function knowledge vs. Q-learning baselines

Figure 7 compares the Online TMDP-VI agent with transition function knowledge against the model-free
MDP and TMDP Q-learning baselines. The plots show a dominant performance by the TMDP-VI agent,
which is an expected outcome. As the agent is provided with the transition function, the TMDP-VI agent
bypasses the need to learn the system dynamics and converges to a high positive reward almost
immediately. In contrast, both model-free Q-learning baselines must learn the dynamics from experience,
resulting in a much slower convergence. The plots also reveal that the TMDP Q-learning agent (Figure 7(c),
7(d)) converges more slowly than the standard MDP Q-learning agent (Figure 7(a), 7(b)). This is also an
anticipated result: the TMDP Q-agent must learn a significantly larger state-action-adversary action
Q(s, a, b) function, which hinders its convergence speed compared to the simpler Q (s, a) function of the
MDP agent. The outcome statistics in Table C1 mirror this dominance, with the TMDP-VI agent securing a
high win rate while keeping losses negligible. The visual similarity across all four plots confirms that the
TMDP-VI agent’s access to the transition function is the dominant factor, allowing it to retain its superiority
and effectively counteract the adversarial push interaction.

3.2.6. Online TMDP-VI without transition function knowledge vs. Q-learning baselines
Figure 8 compares the Online TMDP-VI agent without transition function knowledge against MDP and
TMDP Q-learning. Relative to the known transition function case, overall performance declines as the agent
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Figure 7. Online TMDP-VI agent with transition function knowledge vs. Q-learning baselines.
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Figure 8. Online TMDP-VI agent without transition function knowledge vs. Q-learning baselines.

must estimate both the transition distribution and the ADV's decision rule, yet it still outperforms both
Q-learning baselines. Performance is stable against MDP Q-learning and more pronounced against TMDP
Q-learning, consistent with the slower convergence of the state-action-adversary action Q-function.
Importantly, Table C1 indicates a marked increase in losses against the MDP Q-learning agent in the
push-on setting (Figure 8b). Despite the disadvantage of having to learn the transition function, the DM
retains an advantage over Q-learning, with win outcomes still favouring the TMDP-VI agent.

3.3. Summary of results

The experimental results demonstrate a clear performance hierarchy among the agents, consistently
validating that a model-based TMDP framework can produce robust policies against adversaries. The
primary finding is that the model-based TMDP-VI agent with transition function knowledge confirms its
theoretical advantage by decisively outperforming its model-free TMDP Q-learning counterpart (Figure 7).
This result extends the known benefits of model-based learning (i.e. value iteration) over model-free
learning (i.e. Q-learning) from MDP to the adversarial TMDP setting. This performance gap is expected,
as the model-based agent, provided with the transition function, only needs to learn the ADV’s policy. The
model-free Q-learners, in contrast, must also learn the system’s transition function from experience,
resulting in much slower convergence. Furthermore, when the TMDP-VI with transition function knowledge
agent plays against a fixed heuristic (Figure 4), the performance converges to match the optimal policy
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outcome of the Offline TMDP-VI agent (Figure 3), demonstrating that it successfully learns to counter the
ADV’'s policy. Conversely, the performance of the Online TMDP-VI agent without transition function
knowledge is lower, as it must learn both the system’s transition function and the ADV’s policy
(Sections 3.2.3, 3.2.4, 3.2.6). When facing heuristics (Section 3.2.3), the agent’s performance is substantially
lower (Figure 5), and it incurs high loss rates (Table C1). However, this agent still demonstrates robustness:
when unable to secure a win, it effectively steers the game into a draw. Despite the challenge of learning
the transition function, the agent consistently outperforms both the standard MDP Q-learning baseline and
the TMDP Q-learning baseline, further validating the TMDP-VI framework as a more effective planning-
based counterpart to model-free approaches. Finally, the push action was used to test the impact of direct,
adversarial interaction. The results show that its effect is highly dependent on symmetry: the DM achieves
its highest win rates in the asymmetric scenario where it can push a passive opponent (Figure 4b), while
symmetric match-ups are heavily draw-dominated (Table C1). Crucially, the TMDP-VI agents maintain their
performance advantage over the Q-learning baselines even when the push action is active, indicating that
the framework’s benefits are not limited to passive resource competition but extend to direct adversarial
interactions, where the agent successfully anticipates and counteracts the threat of being pushed.

4, Conclusions and further work

This paper introduced a model-based, dynamic programming framework for TMDPs. We developed and
evaluated offline and online value iteration algorithms, providing a principled, planning-based counterpart
to an existing model-free TMDP Q-learning approach (Gallego et al., 2018, 2019). Our experimental results
validate this framework’s efficacy. The primary finding is that the model-based TMDP-VI agent outperforms
its model-free TMDP Q-learning counterpart. This result confirms that the known benefits of model-based
planning over model-free learning in MDPs extend to the adversarial domain. Even in the more challenging
online setting, where the transition function is unknown, the TMDP-VI agent still maintains a performance
advantage over both standard MDP and TMDP Q-learning baselines. Crucially, our agent demonstrated
robustness to direct adversarial interaction (push action) retaining its performance advantage. The findings
underscore the value of explicit adversarial modelling, though they also highlight the significant sampling
complexity required to simultaneously learn the system dynamics and the ADV's policy. Avenues for future
work include:

Extension to multi-adversary settings: The framework can be extended to cases with more than one
ADV. This would require conditioning the value function on the adversarial actions, V (s, bl, ,b™),
where M € N is number of ADVs, and learning a joint belief distribution, 7*®Y (b, ,b™ | s). Future work
could explore computationally tractable simplifying assumptions, such as conditional independence of
ADVs' decision rules and policies.

Extension to continuous domains: Adapting the framework to continuous state and action spaces is a
critical next step. This would necessitate moving from tabular representations of the value function,
transition function and the DM’s belief about the ADV’s actions to function approximators, such as deep
neural networks. This involves developing methods to learn an ADV’s policy and transition function as
continuous functions, and integrating these estimates within a deep value iteration algorithm.

« Advanced belief modelling: Future work will explore more advanced belief modelling. While our
Dirichlet-multinomial update (Ferguson, 1973) is effective for a stationary or slowly changing ADV,
explicit modelling of a non-stationary, learning ADV, using forgetting factors (Kulhavy & Karny, 1984;
Kulhavy & Zarrop, 1993) and cognitive hierarchy models (Rios Insua et al., 2016), could improve
adaptation speed and robustness.

- Extension to partially observable case: Relaxing the assumption of full observability is essential for
many real-world applications where adversarial actions are latent (Khakpour & Parker, 2024; Niknami &
Wu, 2021). Future work will extend the framework to Partially Observable TMDPs, utilising latent variable
inference to estimate the ADV’s action b from available observations rather than observing it directly.
Broader experimental evaluation: While the current experimental setup was chosen to rigorously
isolate the specific contribution of the proposed offline and online TMDP-VI algorithms, future work will
extend the evaluation to a wider variety of environments and decision-making tasks. This includes
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testing against a broader range of baselines to assess the generalisability and scalability of the approach
in diverse adversarial settings.

Acknowledgements

We would like to express our gratitude to David Rios Insua for his inspiring discussions and invaluable insights into the
ARA problem formulation. His insights have significantly enriched the authors’ understanding and have been pivotal in
shaping the direction of this work.

Author contributions

CRediT: Jurij Ruzejnikov: Conceptualization, Data curation, Formal analysis, Investigation, Methodology, Project
administration, Resources, Software, Validation, Visualization, Writing - original draft; Tatiana Valentine Guy:
Conceptualization, Funding acquisition, Project administration, Supervision, Writing — review & editing.

Disclosure statement

The authors have no competing interests to declare that are relevant to the content of this article.

Funding

This work was partially supported by the EU-funded IAMI project under Grant 101168272; the Internal Grant Agency of
the Faculty of Economics and Management, Czech University of Life Sciences Prague under Grant 2025A1013; and COST
(European Cooperation in Science and Technology) action CA24136.

ORCID

Jurij Ruzejnikov 0009-0002-9993-5713
Tatiana Valentine Guy 0000-0003-1017-0727

Data availability statement

The data that support the findings of this study are openly available in figshare at https://doi.org/10.6084/m9.figshare.3
0656774.v1https://doi.org/10.6084/m9.figshare.30656774.v1, reference number (Ruzejnikov, 2025a).

References

Albrecht, S. V., & Stone, P. (2018). Autonomous agents modelling other agents: A comprehensive survey and open
problems. Artificial Intelligence, 258, 66-95. https://doi.org/10.1016/j.artint.2018.01.002

Altmann, P., Winter, K, Kolle, M., Zorn, M., & Linnhoff-Popien, C. (2025). Mediate: Mutually endorsed distributed
incentive acknowledgment token exchange. In Proceedings of the International Conference on Agents and
Artificial Intelligence (Vol. 1, pp. 33-44). https://doi. org/10.5220/0013091900003890

Basar, T., & Olsder, G. J. (1999). Applications in robust controller designs: H-optimal control. In Dynamic noncooperative
game theory (Vol. 6, pp. 342-349, 2nd ed.). Society for Industrial and Applied Mathematics.

Bertsekas, D. (2012). Discounted problems - computational methods, Dynamic programming and optimal control:
Volume ii (pp. 84-97, 4th ed.). Athena scientific.

Bowling, M., & Veloso, M. M. (2001). Rational and convergent learning in stochastic games. In B. Nebel (Ed.), Proceedings
of the International Joint Conference on Artificial Intelligence (pp. 1021-1026). International Joint Conferences on
Artificial Intelligence, Inc.

Feng, S., Yin, M., Huang, R, Wang, Y. X,, Yang, J., & Liang, Y. (2023). Non-stationary reinforcement learning under general
function approximation. In A. Krause, E. Brunskill, K. Cho, B. Engelhardt, S. Sabato, & J. Scarlett (Eds.), Proceedings of
the International Conference on Machine Learning (pp. 9976-10007). Proceedings of Machine Learning Research.

Ferguson, T. S. (1973). A Bayesian analysis of some nonparametric problems. Annals of Statistics, 1(2), 209-230. https://
doi.org/10.1214/a0s/1176342360

Foerster, J., Chen, R. Y., Al-Shedivat, M., Whiteson, S., Abbeel, P., & Mordatch, I. (2018). Learning with opponent-learning
awareness. In E. André, S. Koenig, M. Dastani, & G. Sukthankar (Eds.), Proceedings of the international conference on
autonomous agents and multiagent systems (pp. 122-130). International Foundation for Autonomous Agents and
Multiagent Systems. https://ifaamas.org/Proceedings/aamas2018/pdfs/p122.pdf


http://orcid.org/0009-0002-9993-5713
http://orcid.org/0000-0003-1017-0727
https://doi.org/10.6084/m9.figshare.30656774.v1https://doi.org/10.6084/m9.figshare.30656774.v1
https://doi.org/10.6084/m9.figshare.30656774.v1https://doi.org/10.6084/m9.figshare.30656774.v1
https://doi.org/10.1016/j.artint.2018.01.002
https://doi.org/https://doi.org/10.5220/0013091900003890
https://doi.org/10.1214/aos/1176342360
https://doi.org/10.1214/aos/1176342360
https://ifaamas.org/Proceedings/aamas2018/pdfs/p122.pdf

18 J. RUZEJNIKOV AND T. V. GUY

Foster, D. J., Rakhlin, A., Sekhari, A., & Sridharan, K. (2022). On the complexity of adversarial decision making. In S. Koyejo,
S. Mohamed, A. Agarwal, D. Belgrave, K. Cho, & A. Oh (Eds.), Proceedings of the international conference on neural
information processing systems (Vol. 35, pp. 35404-35417). Curran Associates Inc. https://proceedings.neurips.cc/
paper%5C files/paper/2022/file/e5daf532498ebba4fe6544d49c811678-Paper-Conference. pdf

Gallego, V., Naveiro, R., & Insua, D. R. (2018). Reinforcement learning under threats.

Gallego, V., Naveiro, R, & Insua, D. R. (2019). Reinforcement learning under threats. Proceedings of the AAAI Conference
on Artificial Intelligence, 33, 9939-9940. https://doi.org/10.1609/aaai.v33i01.33019939

Goodfellow, I. J.,, Shlens, J, & Szegedy, C. (2015). Explaining and harnessing adversarial examples. International
Conference on Learning Representations. https://dblp.uni-trier.de/db/conf/iclr/iclr2015.html#GoodfellowSS14

Hart, P. E., Nilsson, N. J., & Raphael, B. (1968). A formal basis for the heuristic determination of minimum cost paths. IEEE
Transactions on Systems Science and Cybernetics, 4(2), 100-107. https://doi.org/10.1109/TSSC.1968.300136

Henderson, P., Islam, R., Bachman, P., Pineau, J., Precup, D., & Meger, D. (2018). Deep reinforcement learning that
matters, Proceedings of the AAAI Conference on Artificial Intelligence (Vol. 32 (1) pp. 3207-3214). https://doi.org/
10.1609/aaai.v32i1.11694

Hernandez-Leal, P., Kaisers, M., Baarslag, T., & de Cote, E. M. (2019). A survey of learning in multiagent environments:
Dealing with non-stationarity.

Hu, J., & Wellman, M. P. (2003). Nash g-learning for general-sum stochastic games. Journal of Machine Learning
Research, 4, 1039-1069.

Insua, D. R., Rios, J., & Banks, D. (2009). Adversarial risk analysis. Journal of the American Statistical Association, 104(486),
841-854. https://doi.org/10.1198/jasa.2009.0155

Kaelbling, L. P., Littman, M. L., & Moore, A. W. (1996). Reinforcement learning: A survey. Journal of Artificial Intelligence
Research, 4(1), 237-285. https://doi.org/10.1613/jair.301

Kérny, M., & Guy, T. V. (2012). On Support of Imperfect Bayesian Participants, Decision Making with Imperfect Decision
Makers (Vol. 28, pp. 29-56 1 ed.). Springer Berlin Heidelberg. https://doi.org/10.1007/978-3-642-24647-0

Khakpour, N., & Parker, D. (2024). Partially-Observable Security Games for Attack-Defence Analysis in Software Systems,
In Proceedings of international conference on software engineering and formal methods (Vol. 15280, 144-161).
Springer Nature Switzerland.

Kulhavy, R., & Karny, M. (1984). Tracking of slowly varying parameters by directional forgetting. IFAC Proceedings
Volumes, 17(2), 687-692. https://doi.org/10.1016/S1474-6670(17)61051-6

Kulhavy, R., & Zarrop, M. B. (1993). On a general concept of forgetting. International Journal of Control, 58(4), 905-924.
https://doi.org/10.1080/00207179308923034

Mao, W., Zhang, K., Zhu, R., Simchi-Levi, D., & Basar, T. (2021). Near-optimal model-free reinforcement learning in non-
stationary episodic MDPs. In M. Meila, & T. Zhang (Eds.), Proceedings of the International Conference on Machine
Learning (Vol. 139, pp. 7447-7458). Proceedings of Machine Learning Research.

Mete, A., Singh, R., & Kumar, P. R. (2022). The RBMLE method for reinforcement learning. In Proceedings of the Annual
Conference on Information Sciences and System (pp. 107-112). https://doi.org/10.1109/CISS53076.2022.9751189
Niknami, N., & Wu, J. (2021). A constraint partially observable semi-Markov decision process for the attack-defence
relationships in various critical infrastructures. Cyber-Physical Systems, 8(2), 85-110. https://doi.org/10.1080/

23335777.2021.1879935

Perera, I, de Nijs, F, & Garcia, J. (2025). Learning to cooperate against ensembles of diverse opponents. Neural
Computing and Applications, 37(23), 18835-18849. https://doi.org/10.1007/s00521-024-10511-9

Puterman, M. L. (1994). Infinite-horizon models: Foundations, Markov decision processes: Discrete stochastic dynamic
programming (pp. 119-141, 1st ed.). Wiley. https://doi.org/10.1002/9780470316887.ch5

Rios Insua, D., Banks, D., & Rios, J. (2016). Modeling opponents in adversarial risk analysis. Risk Analysis, 36(4), 742-755.
https://doi.org/10.1111/risa.12439

Ruzejnikov, J. (2025a). Robust sequential decision-making in adversarial environments: Codebase. https://doi.org/
10.6084/m9.figshare.30788984.v2

Ruzejnikov, J. (2025b). Robust sequential decision-making in adversarial environments: Datasets and results. https://
doi.org/10.6084/m9.figshare.30656774.v1

Sanov, I. N. (1958). On the probability of large deviations of random variables. Matematicheskii Sbornik, 42(84), 11-44.

Shapley, L. S. (1953). Stochastic games. Proceedings of the National Academy of Sciences, 39(10), 1095-1100. https://
doi.org/10.1073/pnas.39.10.1953

Sutton, R. S, & Barto, A. G. (2018). Value iteration. In Reinforcement learning: An introduction (pp. 82-84, 2nd ed.). MIT
Press.

Tambe, M, & Jain, M. (2011). Introduction and overview of security games. In Security and game theory: Algorithms,
deployed systems, lessons learned (pp. 1-24). Cambridge University Press. https://doi.org/10.1017/cbo9780511973031.001

Watkins, C. J. C. H.,, & Dayan, P. (1992). Q-learning. Machine Learning, 8(3-4), 279-292. https://doi.org/10.1023/
A:1022676722315

White, C. C. (1991). A survey of solution techniques for the partially observed Markov decision process. Annals of
Operations Research, 32(1), 215-230. https://doi.org/10.1007/BF02204836

Wolpert, D., & Macready, W. (1997). No free lunch theorems for optimization. IEEE Transactions on Evolutionary
Computation, 1(1), 67-82. https://doi.org/10.1109/4235.585893


https://proceedings.neurips.cc/%20paper%5C%20files/paper/2022/file/e5daf532498ebba4fe6544d49c811678-Paper-Conference.%20pdf
https://proceedings.neurips.cc/%20paper%5C%20files/paper/2022/file/e5daf532498ebba4fe6544d49c811678-Paper-Conference.%20pdf
https://doi.org/10.1609/aaai.v33i01.33019939
https://dblp.uni-trier.de/db/conf/iclr/iclr2015.html#GoodfellowSS14
https://doi.org/10.1109/TSSC.1968.300136
https://doi.org/10.1609/aaai.v32i1.11694
https://doi.org/10.1609/aaai.v32i1.11694
https://doi.org/10.1198/jasa.2009.0155
https://doi.org/10.1613/jair.301
https://doi.org/10.1007/978-3-642-24647-0
https://doi.org/10.1016/S1474-6670(17)61051-6
https://doi.org/10.1080/00207179308923034
https://doi.org/10.1109/CISS53076.2022.9751189
https://doi.org/10.1080/23335777.2021.1879935
https://doi.org/10.1080/23335777.2021.1879935
https://doi.org/10.1007/s00521-024-10511-9
https://doi.org/10.1002/9780470316887.ch5
https://doi.org/10.1111/risa.12439
https://doi.org/10.6084/m9.figshare.30788984.v2
https://doi.org/10.6084/m9.figshare.30788984.v2
https://doi.org/10.6084/m9.figshare.30656774.v1
https://doi.org/10.6084/m9.figshare.30656774.v1
https://doi.org/10.1073/pnas.39.10.1953
https://doi.org/10.1073/pnas.39.10.1953
https://doi.org/10.1017/cbo9780511973031.001
https://doi.org/10.1023/A:1022676722315
https://doi.org/10.1023/A:1022676722315
https://doi.org/10.1007/BF02204836
https://doi.org/10.1109/4235.585893

SYSTEMS SCIENCE & CONTROL ENGINEERING 19

Zhaikhan, A., & Sayed, A. H. (2025). Multi-agent reinforcement learning in partially observable environments using social
learning. In Proceedings of the IEEE International Conference on Acoustics, Speech and Signal Processing. https
://doi.org /10.1109/icassp49660.2025.10889252

Zhao, S., Lu, C, Grosse, R.,, & Foerster, J. (2022). Proximal learning with opponent-learning awareness. In S. Koyejo, S.
Mohamed, A. Agarwal, D. Belgrave, K. Cho, & A. Oh (Eds.), Proceedings of the international conference on neural
information processing systems (Vol. 35, pp. 26324-26336). Curran Associates Inc. https://proceedings.neurips.cc/
paper files/paper/2022/file/a882dab38011264d2ca8dba3ccadfaf1-Paper-Conference.pdf

Appendices

Appendix A. Convergence of value iteration in TUDP

To establish convergence of the value iteration update in TMDPs, we follow the standard proof used for MDPs. The idea
is to cast the problem in terms of a contraction mapping and show that the Bellman operator defined for TMDP is a
contraction under the supremum norm, which allows us to apply the Banach fixed-point theorem and conclude
convergence to a unique optimal value function V* (Bertsekas, 2012).

The key modelling assumption concerns the probabilistic structure of transitions. Given a state s, the DM'’s action a,
and the ADV's action b, the system moves to a new state s’ according to P (5’| s, &, b). Once s’ is reached, the next ADV
action b’ depends only on §’, and not on the preceding triple (s, a, b). Formally, we assume the conditional indepen-
dence

P(s’, b'ls, @, b) = P(s'ls, a, b)Y (b’[s"). (A1)

This conditional independence is a critical modelling assumption, made for computational tractability rather than as
a strict requirement for convergence. While Lemma A.1 would still hold for a more general policy 7% (b’| s, a, b, §'),
learning and storing such a policy would be computationally infeasible. The assumption in ((A1)) applies the Markov
property to the adversary (Shapley, 1953).
Lemma A.1.
Given the value function estimate v. S B — R, define the Bellman operator H as

(Hv)(s, b) =max ¥ P(s'ls, a b)[r(s, a b, s") +y 3 m*V (0'|s)v(s’, b)]. (A2)
acA ges b'eB
The operator H is a contraction mapping under the supremum norm.

Proof.
Letv,u: S B — R be two arbitrary value function estimates. We show that H is a contraction mapping, meaning that
for any two such functions,

,HV — Hu,.. <vy,v—-u,.. (A3)
We proceed as follows:
,HV —Hu,.=
=sup|max3P(s’| s, @ b)(r(s, a, b, s") + yX, 7PV (0’| s')v(s’, b’)) — max3yP(s'|s, a b)(r(s, a, b, s’
s,b a a

+y I (b’ $)u(s’, b))l
<supmax|3 P (s’| s, &, b) y3, m*%V (b’] s”)  (v(s', b") — u(s’, b"))|
sb @
<ysupmaxyg P (s’ s, @, b) Xy mA%Y (b’] s")| v (s, b") — u(s’, b)]
sb @

<ysupmaxyg P (s’ s, a b) Xy mAV (b']s") LV - U,
sb @
=Y,V = U

Since 0 < y <, it follows that H is a contraction mapping, which guarantees convergence to a unique fixed
point V*. O

Using the proposed learning rule (5), the value function V converges to the optimal solution for each state-adversary
action pair (s, b). The proof follows directly from the standard value iteration convergence proof, leveraging Lemma A.1
in combination with the Banach fixed-point theorem (Bertsekas, 2012), which guarantees convergence to the unique
fixed point V* when successively applying the contraction mapping H to any initial value function.
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Appendix B. Value iteration algorithms

Algorithm 1. In-place offline value iteration.

Require:
~v € [0, 1): Discount factor
# > 0: Termination criterion
K: Maximum number of iterations
V(s,b): Value function initialized arbitrarily, with V' (s,b) = 0 for terminal states
74PV (b | 5): Fixed ADV policy (stationary)
P(s' | s,a,b): Transition function
r(s,a,b,s"): Reward function

1: function Q(s,a,b,r,V,7)

2. return Z P(s' | s5,a,b)|7(s,a,b,8) +~ Z TAPV(y | ) V(s’7b/)}
s'eS beB
3: end function

4: procedure RUNVALUEITERATION

5 Initialize V (s, b) arbitrarily; set V'(s,b) = 0 for terminal states.

6 for k=1to K do

7: A<« 0 > Track maximum update of this iteration
8 for each non-terminal s € S do

9 for each b € B do

10: Vold < V(S7 b)

11: V(s,b) « max Q(s,a,b,7,V,7) > Value update in-place
a

12: A + max(A, |V(s,b) — volal|)

13: end for

14: end for

15: if A < 6 then break > convergence criterion check

16: end if

17: end for

18: return V (-, -) > converged value function

19: end procedure

20: procedure EXTRACTPOLICY(V)

21: for each s € S do
22: 7 (s) « arg maxz TAPV(b | 8)Q(s,a,b, 7, V,7)
acA
beB
23: end for
24: return 7*(-)

25: end procedure
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Algorithm 2. Online value iteration.

Require:

~v € [0, 1): Discount factor
Co(s,b): Counts for ADV’s actions in s

Cp(s,a,b,s"): Counts for transitions s by o

Vi(s,b): Value function initialized arbitrarily, with V;(s,b) = 0 for terminal states
7PV (.| 5): Estimate of ADV’s decision rule at time ¢ from (9)

}A)t( | s,a,b): Estimate of transition function at time ¢ from (10)

r(s,a,b,s’): Reward function

function Q(s,a,b,r,V,74PV P ~)

return ZP s |s,a,b)[ (s,a,b, s —l—vZAADV (b s’)V(s’,b')}

s'eS
end function

b'eB

IR A

%

procedure ACT(s)

if s is terminal then return

end if

~ADV
— g b b,r, Vi
a; ¢ argmax ) 7 (b s)Q(s,a,b,r, Vi, 7

beB
return a;

end procedure

‘/7 jzia ’y)

10:
11:
12:
13:
14:
15:

16:

17:

procedure UPDATE(s, a, b, s')

Co(s,b) + Co(s,b) +1

Cp(s,a,b,s") + Cp(s,a,b,s') +1
Recompute 745V (- | s) and Py1(- | s,a,b) via (9), (10)

if s is terminal then return

end if

Vig1(s,b) < maxQ(s a,b,r, V;g,ﬂ'H_l

end procedure

-Pt+17 )

> Update counts

> In-place value update

Appendix C. Win, loss and draw ratios for experiments

Table C1. Percentage of terminal outcomes for the DM, mean over 1000 independent runs. Within each
run, ratios are computed from the last 100 episode outcomes.

Agent (DM) Adversary (ADV) Win Loss Draw
Push-off
Offline TMDP-VI Manhattan (Passive) 18.5% 11.5% 70%
Online TMDP-VI (known model) Manhattan (Passive) 16.8% 12.9% 70.3%
Online TMDP-VI (unknown model) Manhattan (Passive) 5.0% 16.1% 78.9%
Online TMDP-VI (known model) MDP Q-learning 40.6% 1.4% 58.0%
Online TMDP-VI (unknown model) MDP Q-learning 26.9% 4.1% 69.0%
Online TMDP-VI (known model) TMDP Q-learning 44.2% 0.8% 55.0%
Online TMDP-VI (unknown model) TMDP Q-learning 38.2% 1.7% 60.2%
Online TMDP-VI (known model) Online TMDP-VI (unknown model) 20.7% 5.0% 74.3%
Push-on
Offline TMDP-VI Manhattan (Active) 21.0% 10.2% 68.7%
Offline TMDP-VI Manhattan (Passive) 47.2% 10.8% 42.0%
Online TMDP-VI (known model) Manhattan (Active) 18.6% 12.9% 68.5%
Online TMDP-VI (unknown model) Manhattan (Active) 5.0% 18.4% 76.6%
Online TMDP-VI (known model) Manhattan (Passive) 44.5% 12.1% 43.4%
Online TMDP-VI (unknown model) Manhattan (Passive) 6.6% 15.2% 78.2%
Online TMDP-VI (known model) MDP Q-learning 46.9% 7.1% 46.0%
Online TMDP-VI (unknown model) MDP Q-learning 29.4% 22.4% 48.1%
Online TMDP-VI (known model) TMDP Q-learning 54.2% 1.9% 43.9%
Online TMDP-VI (unknown model) TMDP Q-learning 45.0% 2.8% 52.2%
Online TMDP-VI (known model) Online TMDP-VI (unknown model) 33.0% 6.9% 60.2%
For run r, let w, [, d be the counts of wins, losses, and draws in its last 100 episodes; we compute

Win = _Zmooilooé 100 (analogously for Loss and Draw). Rows sum to 100% up to rounding.

1000
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