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Abstract

This paper provides a large-scale empirical study of application of supervised classifiers on extremely small-data binary
problems. We benchmark some of the most traditional classifiers together with not commonly used classifiers based on (i)
a Neural Tangent Kernel (NTK), (ii) a Support Vector Machine (SVM) with a kernel defined by an NTK, (iii) a Neural
Network Gaussian Process (NNGP), and (iv) a Variational Auto-Encoder (VAE) because they already have shown some
promising results in small data regime. In particular, we examine whether the classification defined as a posterior probability
density function, calculated by a denoising VAE (DVAE) using the variational principle, can achieve the state-of-the-art in our
scenario. We show that this is the case and that the DVAE outperforms all compared classifiers on low-dimensional data. We
also observe that the DVAE classifier has superior precision in settings that require high sensitivity (recall) and that NNGP
and NTK tend to become comparatively stronger as the training size decreases.

Keywords Supervised learning - Low data regime - Binary classification - Variational principle

1 Introduction

This paper addresses the challenging scenario of supervised
learning in the presence of extremely limited labeled train-
ing data (16 or less samples per class). Specifically, we
focus on situations where conventional techniques of learn-
ing with few labeled data, a.k.a. Few-Shot Learning (FSL),
can’t be applied. In particular, we don’t assume availabil-
ity of unlabeled data, needed for semi-supervised [1, 2]
or self-supervised [3, 4] learning, or availability of a vari-
ety of suitable training tasks to pretrain a model, which
excludes also meta-learning approaches [5] like Prototypi-
cal Networks [6], MAML and Reptile [7]. Instead, we restrict
ourselves to using only a very limited amount of labeled data
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— supervised learning in the extremely low data regime, a
reality for many areas where collecting data is extremely
hard, time consuming, or even impossible. Typical exam-
ples are medical diagnosis for a single medical condition,
say (rare) disease vs. no disease, based on a battery of
tests, predicting a drug dependence or susceptibility to sub-
stance abuse [8], identifying novel drug-target interactions
[9], fraudulent claims in insurance [10] and many more.
Recent evidence from Parkinson’s vocal-biomarker analysis
and multi-sensor land-use mapping [11, 12] further under-
scores the need for models that perform reliably with limited
and heterogeneous data. All these examples are often tackled
as binary classification tasks where the size of the training
data per class can be extremely small and where the intra-
class variability differs. For example frauds comprise a highly
heterogeneous class as they can manifest in many different
ways.

This traditional problem is challenging because learning
from small training data often leads to overfitting, which
causes poor classification on unseen data [13, 14]. Surpris-
ingly, modern artificial neural networks (ANNs), despite
heavy overparameterization, show low generalization errors
[15, 16]. This motivated recent research on ANNs whose
widths (i.e., number of nodes in layers, or number of channels
in convolutional layers) go to infinity. Such so-called infinite
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width ANNs define inference that is known as Neural Tangent
Kernel (NTK) (for non-Bayesian ANNs) and Neural Net-
work Gaussian Process (NNGP) (for Bayesian ANNs) and
that yields surprisingly great results on small data [17]: NTK
and NNGP slightly beats even the earlier “gold-standard”
Random Forests (RF) [18] on small datasets of UCI classi-
fication repository [19]. In [18], the authors also trained a
Support Vector Machine (SVM) with a kernel defined by an
NTK (NSVM) on training sizes ranging from 20 to 160 and
clearly demonstrated that NSVM beats linear SVM, which
is arguably the most widely used drop-in classifier in that
setting.

Inspired by recent findings demonstrating the advantages
of Bayesian learning in low-data regimes, [20] leverages the
capabilities of deep generative models that combine proba-
bilistic modeling with deep ANNSs. Specifically, the authors
propose a multi-class classifier based on the Variational
Auto-Encoder (VAE) framework [21] and explore image
classification tasks using high-dimensional embeddings from
popular CNN architectures. However, their exploration is
limited in two ways. First, the embeddings already provide
features that facilitate the downstream task of classification.
Second, the diversity of data from which these embeddings
were calculated is very limited, namely to three datasets.

This paper also leverages VAE in low data regime, a
setting in which conventional methods frequently underper-
form. In contrast, however, we focus on binary classification
with low-dimensional data and conduct experiments across
a large and diverse collection of UCI datasets. Indeed, the
collection of 121 UCI datasets spans a broad spectrum
of domains, encompassing both high-dimensional and very
low-dimensional feature spaces (as few as 4 features). More-
over, many real-world small-data problems — such as those in
medical, biological, or sensor-based domains — are inherently
low-dimensional, presenting unique modeling challenges. If
the feature space contains highly correlated or redundant
variables, the effective dimensionality is further reduced, lim-
iting the diversity of information available for classification.
This can hinder the model’s ability to discriminate between
classes and place it at a disadvantage compared to higher-
dimensional settings, where additional, independent features
may better separate the classes. Therefore, the behavior of
VAE on such data is currently unexplored.

In accordance with [20], it is expected that VAEs will
perform well in supervised learning tasks under extremely
low-data regimes (similarly to NNGP), owing to their reg-
ularization mechanism grounded in a probabilistic latent
space. VAE can exploit prior knowledge incorporated in
terms of a prior probability density function (PDF) over
learned representations. Updating such a PDF prior accord-
ing to available training data is the main principle of Bayesian
learning, which helps to control overfitting better [22-24]
than the regularization inherent in SVM, k-nearest neigh-
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bors classifier (KNN), RF / NTK - frequentist approaches,
returning maximum likelihood (MLE) / maximum a poste-
riori (MAP) estimates [25]. For example, a diagonal prior
over the latent space of the learned representation effectively
encodes that each latent dimension is treated as independent,
which is not only computationally efficient but also a step
toward disentangled representations.! In this way, VAE may
be incentivized to utilize only as many latent dimensions as
are necessary to encode the available information. With only
a few training examples per class, the VAE tends to iden-
tify a minimal subspace — essentially, a manifold — that fits
these isolated points. By distilling the input data to its most
informative components, the VAE isolates and retains the
directions most critical for reconstruction and, by extension,
class separation.

To summarize, we conduct a large-scale empirical study
of supervised binary classification learning in which training
sizes range from 2 to 16 and the feature dimension is another
hyper-parameter. We utilize the UCI classification reposi-
tory for our purposes as it spans a wide variety of domains.
Inspired by earlier related studies [17, 18, 20, 27], we test
the following classifiers: (i) NTK, NNGP (both representing
infinite width ANNSs), (ii) the earlier “gold-standard” RF, (iii)
SVM with various kernels: linear / RBF /NTK (i.e., NSVM);
(iv) KNN, representing a conservative baseline; (v) a binary
classifier based on VAE.

Contribution:

e We present a frequentist analysis demonstrating that the
proposed VAE classifier outperforms all other tested clas-
sifiers on data with high Bayes error rate, establishing it
as a strong candidate for a drop-in solution in extremely
small datasets.

e The performance of the MLE based classifiers includ-
ing RF and NSVM degrades with decreasing training
size, whereas MAP based NTK and Bayesian learn-
ing based NNGP show the opposite behavior. However
the question, whether these classifiers can perform well
as a drop-in classifier on the extremely small datasets
(n = 2,...,16) and low-dimensional spaces is still
unanswered.

e To support reproducibility and enable further research,
we provide an open-source implementation of the DVAE
classifier on GitHub, together with a Python package pre-
pared for PyPI distribution, allowing installation via pip
install dvae.

Our classifier is built on the standard VAE, serving as
a baseline for VAE-based methods. Although we make no

' Another important step toward disentangled representation would
be incorporating an additional inductive biases into the VAE learning
objective [26].
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architectural modifications, our contribution lies in demon-
strating its effectiveness as a drop-in supervised classifier
under an extremely low-data regime — a setting in which
most FSL and generative models are inapplicable due to
their reliance on meta-training or unlabeled data. We explore
how the generative characteristics of VAEs can improve
robustness relative to discriminative models. Additionally,
benchmarking against kernel-based approaches such as NTK
and NNGP helps illuminate both the advantages and limita-
tions of the VAE’s inherent stochasticity.

The next section provides a brief overview of recent
ANN approaches relevant to supervised learning with small
training datasets. The following section is dedicated to the
denoising VAE (DVAE) classifier. The main section presents
the conducted experiments and discusses the obtained results.
Finally, the concluding section summarizes key findings and
outlines directions for future research.

2 Related work

As has been already highlighted in Introduction, VAE and
infinite-width ANNs are the hot candidates for supervised
classification in the extremely low data regime. Note that
VAE classifiers are based on generative models that are
implemented as finite-width ANNs.

2.1 Infinite width ANNs

The idea of an ANN whose width goes to infinity has given
rise to concepts like NNGP, NTK, and NSVM. As already
mentioned in Introduction, they all are surprisingly strong in
our scenario of interest.

NNGP In the infinite-width limit, an inference on a large
class of Bayesian ANNs converges to the NNGP — neural
network Gaussian process regression with a kernel given by
the architecture of the ANN. This correspondence was first
established for shallow fully-connected networks by [28] and
extended to multi-layer setting in [29, 30].

NTK In the limit of the infinite-width and infinitesimal learn-
ing rate, the trajectory of non-Bayesian ANN training under
£ loss converges to an NTK — kernel ridge regression with
a so-called neural tangent kernel, which is a kernel defined
by the architecture of the ANN [31, 32]. This is the type of
kernel used in NSVMs.

NNGPs thus provide a closed form way to evaluate wide
Bayesian ANNs, and NTKs provide a closed form way to
describing the training dynamics, generalization, and predic-
tions of wide non-Bayesian ANNs. Since Gaussian process
regression and kernel ridge regression don’t scale well with
the size of training dataset [22, 27], both NNGP and NTK
are suitable mainly for small data tasks.

. N/

Fig.1 Wehave N observed i.i.d. pairs (x®, y() generated by a (local)
latent random variable z. The parameter 6 is global: the latent variable
and generated observations depend on it

2.2 Variational inference models

To the best of our knowledge, no published results are avail-
able on the performance of classifiers based on variational
inference models when trained on extremely small data.
Since such classifiers can be defined in a variety of ways,
we review only the ones that are most closely related to the
VAE classifier.

2.2.1 The assumptions

The VAE and the majority of most closely related approaches
assume the generative process defined by the probabilistic
graphical model [22] depicted? in Fig. 1, i.e.,

Po(x,y,2) = pg(z) - pe(x | 2)-po(y | 2) . (D

Some other related approaches assume different generative
processes. Nevertheless, all of them are defined by a proba-
bilistic graphical model that implies an observed independent
and identically distributed (i.i.d.) dataset {(x?), y())} gen-
erated by a continuous latent random variable z, whose prior
p(z) can be specified to inform and constrain the model.

2.2.2 Use cases

Naturally, it depends in large part on the dataset in question
when a particular factorization is appropriate.

For example, Fig. 1 is a generative model of vectors x of
measurements from a clinical trial and their outcomes y as
“survived” or “died,” where z is an outcome-agnostic rep-
resentation of x and y. That is, x and y are conditionally

independent given z,

xLlylz. 2)

2 Note that it is Markov equivalent tox — z — y and x < z < y.

3 This can be read directly from the directed graph in Fig. 1, making
use of the d-separation criterion [33].
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Say, z represents a very detailed medical condition of a
patient at the moment when the trial measurement is col-
lected from the patient.

For another example, x is a text, and y is its label as
“boring” or “interesting.” In accordance with (2), let us say
that the value of z is, e.g., a detailed representation of the
content of a text, such as a PDF of its topics [34].

2.2.3 Classification approaches

As we shall see later, the VAE classifier defines the classifica-
tionof x as pg (y | x) with @-values pushed by the variational
principle to maximize the probability of generating the
observed dataset {(x¥), y())} by the underlying generative
process. The same approach is used in the Supervised Varia-
tional Autoencoder (SVA) presented in [35]. However, SVA
and VAE classifier, e.g., use different PDFs to model z — x,
and SVA doesn’t corrupt training data with masking noise.

To the best of our knowledge, none of other classifiers
aims at such Bayesian inference, whose approximation could
be characterized in terms of the so-called Kullback-Leibler
divergence (KL divergence, [36]). Neither they leverage the
idea of denoising auto-encoders [37]. What is more, most
other works are concerned with semi-supervised learning and
consider different generative processes. For instance, [38]
assume z — x < y. The classification is given by variation-
aly inferred g¢(y | x), which, however, has empty training
set in the purely supervised case. This is addressed by mod-
ifying learning objective that however breaks the variational
principle. In unsupervised case, both y and z play similar
roles of x encodings and the classification becomes a spe-
cialized missing data imputation. For another instance, [39]
doesn’t even consider a fully generative, underlying model
as the corresponding generative process ignores y. It enables
the pseudo-variational inference of g¢(y | x), which defines
the classification of x, even in the fully supervised case. It is
pseudo-variational since the learning objective is not derived
by the variational principle.

3 The DVAE classifier

First of all, we highlight the main difference between VAE
and the DVAE classifier, and then we introduce the classi-
fier pseudoalgorithm. For the detailed architecture used to
implement the pseudoalgorithm, please refer to the Sect. C.

3.1 Learning to de-mask and de-truncate
Essentially, the DVAE classifier is a VAE that learns to recon-
struct input “noised” by truncating (x@, y@) to partially

masked x®. During classification, it estimates the label,
which is a value of y, from a (non-masked) value of x.
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Specifically, x @ are partially corrupted through a Bernoulli
corruption process (BCP). The BCP, a.k.a. masking noise
[37], is a stochastic mapping that zeroes a fraction of each
x® = (x1,...,xp) according to Ber(x; u.): for each x®
independently, each of the entries of x ) is corrupted by forc-
ing to 0 independently with a probability .

3.2 The pseudoalgorithm

We aim at the true conditional probability distribution p(y |
x), e.g., given clinical trial measurements, the probability
of survival. We estimate this distribution in four steps that
encompass: (i) model definition (1), (ii) the learning objective
(5), (iii) stochastic encoding via the variational posterior, and
(iv) stochastic classification through latent averaging.

We aim at the true conditional PDF p(y | x), e.g., given
clinical trial measurements, the probability of survival. We
estimate this PDF in four steps that encompass: (i) model
definition (1), (ii) the learning objective (5), (iii) stochas-
tic encoding via the variational posterior, and (iv) stochastic
classification (4) through latent averaging. For proofs of the
learning objective and stochastic classification, see Subsec-
tions B.1 and B.2 in the Appendix.

(I.) Design an encoder that takes the partially corrupted x
on input and ignores y.
(IL) Solve maxg ¢ Y ; L8, ¢;xD, y©) where L; are
modulated by a1, @2, f € R.¢ (modulating the learn-
ing constraints applied to the model):

L£O,¢;:xV,y) = a1 By, [ln po(x" Iz)]
+ar By, [ln po(y® IZ)]

~BKL(g5@1x") | po (@) . 3

(IIL.) Given a new (value of) x, sample L values z) from
the posterior g (z | x; (i) using, e.g., the reparameteri-
zation trick (see Sect. C.2 in Appendix).

(IV.) Calculate the average of p(y | z®; é):

L
1 A A
~ @). ) ~ .
PG 1) L[;p(yu 0) 0 ~q(z1xd). @
4 Experiments
To provide a transparent comparison of following classifiers:
e RF, which in accordance with [18] can be considered a

reference in low data regime to compare with new clas-
sifier proposals in order to asses their performance;
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e NNGP [40], NTK [40], and NSVM which in accordance
with [17] are serious contenders of RF in low data regime;

e KNN, Linear/RBF SVM, arguably the most frequently
used classifiers for small data tasks;

e the DVAE classifier;

we present the experimental protocol in the next subsection.
Actual results are presented and analysed in the main sub-
section. The last subsection aims at a synthetic summary of
the test results.

4.1 The experiment protocol

First of all, we list implementational details of the classifiers
included in our study. Next, we describe the data preparation,
training procedure, and comparison setup.

4.1.1 Implementational details

We describe implementations of respective classifiers.

KNN in sklearn.neighbors. The parameter K of the
nearest neighbors was set to +/2n.

RF in RandomForestClassifier of sklearn. Num-
ber of trees selected from {16, 64, 128, 256, 512}.

NNGP and NTK in Neural Tangents [40]. Infinitely wide
ANNs implemented with two hidden layers, each with 512
units and ReLLU activation function.

SVMin sklearn. svm.SVC. We did grid search along ker-
nel types (linear or RBF), regularization, C € {I, 2, 5, 100,
1000}, and kernel spread (for RBF), y € {0.1, 1, 10, 100}.

NSVM in [17]. Grid search performed along maximal depth
in{0,1,...,4}and C € {102,107}, ..., 10%}.

DVAE in Pyro [41]. The dimension of z is 80. The numbers
of hidden units in hidden layers are: 640 in the encoder; 80
in the decoder of x; 40 in &1 and 20 in A, in the decoder of
y. All parameters (variational and generative) are initialized
by random sampling from A/(0, 0.001). We set a; = 1077,
ar = 1, B = 1072 (see Subsect. 3.2) and apply the BCP to
x@ with a probability . = 0.7 (refer to Subsect. 3.1 for
more details).

4.1.2 Datasets
We use UCI classification repository [19]*. It provides 121
datasets (refer to Table 15 in Appendix), which span a wide

variety of domains, including agriculture, credit scoring,
health outcomes, ecology, and engineering applications, to

4 The UCI repository is not without its faults [42].

name a few. Importantly, these datasets also reflect a num-
ber of realities found in data analysis in areas apart from
computer science, such as small sample sizes and nontrivial,
heteroscedastic label noise.

Training Sets The classifiers are trained on balanced training
sets with n samples per class’, wheren = 2,3,4,5,6,8, 10,
16. In the experiments, where we are interested in the clas-
sification of low-dimensional data, we discarded datasets
with more than 16 features, thus getting 64 datasets with
low-dimensional features and 3,444 combinations classifier
- dataset- training size out of all 6,461 combinations.®

Data Truncation Bigger datasets were truncated to the first
5,000 samples. As we are interested in the binary classifica-
tion, multi-class datasets are binarized by merging all classes
except the first one. This first vs. merged class reflects the dif-
ferent intra-class variability typical in binary classification.

Since our training sets have n = 2, ..., 16 labeled sam-
ples, increasing the total dataset size beyond 5,000 would
not affect training. Importantly, this truncation was needed
only for a minority of datasets (approximately 12%) as most
datasets naturally fall below this threshold. While other cut-
offs (e.g., 4,000 or 6,000) could also be used, varying the
test-set size within this range would not meaningfully impact
the conclusions since the training regime and the model do
not leverage additional unlabeled data.

Pre-Processing We utilize the pre-processed version of
the UCI prepared by [18], which can be downloaded
from http://persoal.citius.usc.es/manuel.fernandez.delgado/
papers/jmlr/data. The original UCI datasets contain a mix-
ture of numeric attributes, nominal (categorical) attributes,
and missing values. Several of the classifiers used in our
study cannot operate on such heterogeneous input formats
and will fail when nominal variables or missing values are
present (e.g., SVMs). To obtain a unified and homogeneous
input format, the authors of [18] applied the following min-
imal pre-processing steps:

1. simple integer encoding of nominal attributes,

2. replacement of missing values with zero,

3. standardization of each input variable to zero mean and
unit variance.

5 Considering such small training sizes, we can’t follow the comparison
setup of [18], averaging results of 4-fold cross-validation where in every
split 75% of the all available data are used for the training (i.e., reported
results are based on considerably larger training sets). Moreover, the
authors admit that their methodology might bias the comparison results
as samples used in hyperparameter optimization are reused in testing to
keep the computational cost of experimental work low.

6 Some datasets have too few samples in the minority class, e.g., anneal-
ing 8 and can’t be used for n > 8, lymphography 2 and can’t be used,
even forn > 2.
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Similar to [18], we do not apply additional pre-processing,
data transformations, feature selection, outlier detection, or
noise-handling techniques as our objective is not to achieve
the best possible performance on each dataset (which might
require such pre-processing), but rather to compare classifiers
on a common and consistent input representation.

4.1.3 Training procedure

Following the non-adaptive methodology, we fix most hyper-
parameters for all experiments. Remaining hyperparameters
are tuned on half of the training data, the second half is used
for validation. Then the classifier is retrained using the whole
training set and tested on all remaining, non-stratified, unseen
part, of the dataset. This process is repeated 50 times for
each combination classifier - dataset- training size: each split
is defined as a selection of the first n positive and the first
n negative samples from a respective dataset shuffled by a
function parameterized by random state that ranges from 0
to 49. Results from these 50 splits are averaged.

4.1.4 Comparison setup

To achieve a fair comparison of classifiers and compelling
conclusions on the performance of individual classifiers, our
analysis takes into account various metrics including Accu-
racy, Precision at Recall 90/95%, Average Precision (AP),
and Area Under Curve (AUC). On each of them, we calcu-
late their average values together with quartiles across the 50
splits (to assess also the stability of classification across dif-
ferent seed-runs), Percentage of the Maximum performance
(PM, the best result on a given metric and dataset), Prob-
ability of achieving 90/95% of the maximum performance
(P90/P95), run Friedman test of a difference between classi-
fiers (Hop: None of the classifiers is better or worse than any
of the other classifiers), and post hoc Wilcoxon signed rank
(pairwise) test whether one classifier is better than the other
(one-sided, Hy: The classifier A is at least as good as the clas-
sifier B). We show Friedman ranking (FR, average ranking
on respective metrics) and report p-values of the Wilcoxon
test.
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4.2 Results

We’ve got an interesting insights into the performance of
the compared state-of-the-art classifiers on small data tasks.
None of the classifiers is the best for all the datasets (cf.,
No-Free-Lunch theorem [43]). However, surprisingly, the
DVAE classifier clearly outperforms all the other classifiers
on low-dimensional datasets in a number of important set-
tings. Therefore we extend our study to datasets with higher
dimensions to get also an insight into performance on datasets
with a feature dimension greater than 16. Accordingly, we
organize the result analysis as follows.

1. We focus on the low-dimensional datasets. First we look
at average results over all training sizes and then also on
results for each training size n. Finally we zoom-in on
semi-balanced datasets defined by imbalance ratio < 5
(IR, the ratio between the cardinalities of the majority and
minority class [44], refer to #maj in Table 15 in Sect. F).

2. We extend the analysis to all UCI datasets.

4.2.1 Low-dimensional datasets

We define low-dimensional datasets as those with no more
than 16 features (refer to #dim in Table 15 in Sect. F).

Averaged over All Training Sizes

e Table 1 indicates that by the Accuracy, RF and NSVM
are the best, followed by DVAE.”

e By AP metrics, DVAE is the best, followed by RF and
NTK. By all the metrics of AUC and Precision at high
recalls, DVAE is the best by a surprisingly large margin,
followed by RF.

e Specifically, the results on Precision at recall 95% indi-
cate superiority of DVAE on datasets with high Bayes
error rate, confirmed also by Wilcoxon test (p < 107%).
Achieving a high precision at high recalls is often criti-
cal in real-life applications where missing out a relevant
result might be devastating.

By training sizes

e Table 2 indicates that NSVM and RF are nonsignificantly
more accurate than DVAE, which in turn is more accu-
rate than the other classifiers significantly (p < 0.05). A
remarkable exception is NNGP that gets stronger with
decreasing n, becoming less accurate than DVAE for
n = 2 only nonsignificantly.

e DVAE is the best on both AP and AUC:

7 In accordance with [17], NSVM beats RF when trained on greater
training sets: we have observed such accuracy results for n > 8.
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Table 1 Classification performance metrics averaged over all training — DVAE is clearly superior on AUC, beating all the
sizes obtained on low-dimensional UCI datasets other classifiers significantly with the exception of
Classifier Avg [%] FR PM [%] P90 [%] P95 [%] RF forn > 8.
Accuracy - We not'e that RF is improving comparatively with
KNN 68.5 126 900 5035 10,85 increasing n on AP and AUC, whereas, by contrast,
NNGP and NTK with decreasing n on AP, AUC, and

SVM 64.4 5.69 85.4 31.1 11.18 Accuracy.
RF 72.3 2.82 95.8 92.07 64.63
NNGP 67.1 4.72 89.4 55.69 26.83
NTK 673 455 896 711 2642 Zooming in on Semi-balanced Datasets by Training Sizes
NSVM 72.5 2.82 96.0 86.38 69.51
DVAE 714 3.14 94.9 81.3 63.21 Lo .
AP e Table 3 indicates that DVAE is the best for n < 6 by

all the metrics — by Wilcoxon test significantly almost
KNN 54.7 54 78.9 29.07 15.85

always on p < 0.01:
SVM 57.6 4.6 83.3 36.38 23.58
RF 62.0 297 903 66.06 46.75 — DVAE is more accurate than NSVM less significantly,
NNGP 61.0 3.68 80.8 61.79 41.46 but for n < 4 still on p < 0.05; by contrast NSVM is
NTK 62.1 3.28 91.9 69.51 57.93 more accurate than DVAE for n = 16 signiﬁcantly.
NSVM 50.6 554 755 24.8 17.48 NSVM is followed by RF.
DVAE 63.0 254 941 78.05 67.48 — Both NNGP and NTK are improving comparatively
AUC with decreasing n, whereas RF and NSVM with
KNN 74.0 415 932 78.46 39.84 Increasing 1.
SVM 69.5 496  87.1 42.48 28.05 e Onboth APand AUC, DVAE s followed by RF forn > 3.
RF 76.9 2.81  96.8 95.73 74.19 Only for n = 10, DVAE can’t beat RF significantly on
NNGP 74.4 4 93.9 78.25 51.02 AP and forn = 8 on AUC. For n = 16, RF has higher FR
NTK 74.8 3.59 94.4 81.3 54.27 than DVAE on AP, and for n > 10 on AUC, in both cases
NSVM 59.2 6.04 755 26.42 18.09 insignificantly by Wilcoxon test. For n = 2, DVAE is
DVAE 715 244 978 96.95 83.54 followed by NTK on AP, better significantly (p < 0.05).
Precision @ Recall 90 %
KNN 454 587 832 42.48 24.19 4.2.2 All UCI Datasets
SVM 49.5 4.02 90.6 64.02 38.62
RF 50.5 319 932 80.28 59.96 Averaged over All Training Sizes
NNGP 48.6 4.02 91.7 67.07 49.39
NTK 49.1 366 928 70.53 55.08 e Table 4 indicates that by all the Accuracy metrics, RF is
NSVM 457 499 852 51.83 28.86 the best, followed by NSVM and DVAE.#
DVAE 515 223 958 874 80.89 e By AP metrics, NTK seems to be the best followed by
Precision @ Recall 95% DVAE. Note that FR suggests DVAE is the best followed
KNN 43.0 6.04  84.1 45.33 24.8 by NTK. However, by Wilcoxon test, NTK is better (p
SVM 47.1 3.83 920 72.97 50.2 < 0.01).
RF 47.5 339 931 79.88 60.77 e By average AUC, RF seems the best. However, FR sug-
NNGP 45.4 404 920 70.12 48.37 gests DVAE is the best, and indeed, it is confirmed by
NTK 45.7 3.60 929 74.39 54.47 Wilcoxon test (p < 0.01).
NSVM 439 479 872 61.18 39.43 e The values of Precision at high recalls indicate superi-
DVAE 48.3 2.22 957 87.4 82.11 ority of DVAE on datasets with high Bayes error rate,

confirmed also by Wilcoxon test (p < 10_4).

— On AP, DVAE beats RF for n < 5 significantly (p <
0.01), NNGP for n > 3 (p < 0.05) and NTK for  Zooming in on Semi-balanced Datasets by Training Sizes

n > 10 (p < 0.05).

8 In accordance with [17], NSVM beats RF when trained on greater
training sets: we have observed such accuracy results forn = 32, which,
however, is outside of the presented scenario.
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Table 4 Classification performance metrics averaged over all training
sizes obtained on all 121 UCI datasets

Classifier Avg [%] FR PM [%] P90 [%] P95 [%]
Accuracy

KNN 67.2 4.59 88.4 52.76 33.48
SVM 63.7 5.76 83.9 27.41 9.43
RF 731 2.61 96.3 91.44 71.18
NNGP 68.1 443 90.2 59.8 34.34
NTK 68.5 4.11 90.6 61.97 35.86
NSVM 71.4 3.08 94.2 79.85 62.08
DVAE 70.1 3.42 92.9 74.43 52.11
AP

KNN 52.9 5.55 74.3 23.94 12.46
SVM 56.7 4.96 79.5 31.53 18.53
RF 63.5 2.94 89.9 66.52 49.84
NNGP 63.5 3.37 91.2 69.45 49.84
NTK 64.5 2.87 93.1 75.41 62.73
NSVM 52.6 5.47 74.6 25.89 15.82
DVAE 62.5 2.85 89.7 68.47 56.01
AUC

KNN 73.5 4.53 91.3 64.46 29.69
SVM 68.3 5.28 84.3 35.54 22.97
RF 78 2.74 96.8 93.07 74.54
NNGP 75.8 3.68 94.1 78.44 56.99
NTK 76.2 3.18 94.5 81.04 59.37
NSVM 61.7 5.93 76.7 29.25 17.98
DVAE 77.9 2.65 96.7 92.09 75.62
Precision @ Recall 90%

KNN 44 6.02 78.3 36.51 19.72
SVM 49.2 4.35 87.2 55.15 33.37
RF 50.8 3.17 91 75.73 58.5
NNGP 494 3.87 90.7 68.91 48.21
NTK 49.9 34 92.2 73.35 57.75
NSVM 473 4.8 84.4 51.25 30.55
DVAE 51.5 2.39 92.7 79.96 72.16
Precision @ Recall 95%

KNN 41.7 6.16 79.6 41.71 21.34
SVM 46.8 4.19 88.9 63.38 42.15
RF 47.5 332 91 73.78 59.48
NNGP 46.1 3.89 90.8 71.72 49.08
NTK 46.5 3.45 92.2 76.71 58.07
NSVM 453 4.6 86.5 58.94 39.11
DVAE 48.3 2.39 929 79.74 73.35

e In Table 5, we see that for n > 6, RF is almost always
the best:

— On Accuracy, it is followed by NSVM and DVAE.
— We note that NSVM gets comparatively more accu-
rate with increasing n, beating RF on Accuracy for

@ Springer

n > 16, and less accurate with decreasing n, getting
beaten by DVAE significantly forn = 4 (p < 0.01)
andn =2 (p < 0.001).

— It is remarkable how DVAE gets comparatively
stronger with decreasing n. Specifically, for n < 10,
RF is not significantly more accurate than DVAE by
Wilcoxon test, and for n < 5, DVAE is the best on
AUC, followed by RF and NTK as suggested by FR
and confirmed by Wilcoxon test (p < 0.05 forn = 4,
p < 0.001 for n < 3).

e On AP and AUC, NSVM performs poorly, and RF and
DVAE are significantly better (p < 0.05) than the other
classifiers for n > 10.

e Itisinteresting to note that with decreasing n, NNGP and
NTK comparatively improve whereas NSVM compara-
tively degrades, which is most obvious on AP: DVAE
can’t beat NTK significantly for n < 8 and NNGP for
n = 2. However, DVAE beats RF significantly (p <
0.01) forn < 3.

4.3 Discussion

We start with the observation that quartile values are get-
ting more distant from the mean as n decreases. This is not
very surprising as decreasing n correspond to increasing epis-
temic uncertainty, typical for small training sets. Note that
presented quartile values also indicate that distributions over
splits are mostly left (negatively) skewed.

Next, we discuss the surprisingly strong results of the
DVAE classifier. Prior to this discussion, we note that
although DVAE has been evaluated on UCI datasets, it
includes several properties that support broader applicabil-
ity. Its inference network does not rely on dataset-specific
feature engineering, and latent-space regularization helps
reduce overfitting. Furthermore, its probabilistic formulation
adapts well to heterogeneous data and uncertainty in small-
sample settings. These characteristics make DVAE suitable
for real-world tasks in low-data regimes.

DVAE doesn’t suffer from posterior collapse. The so-called
posterior collapse [45] manifests itself in flat learned repre-
sentations. This doesn’t seem to be the case of the DVAE
classifier. The learned representations are not flat as they
effectively live in a subspace of the latent space (cf. Sub-
sect. A.2). This behaviour is encouraged by the down-scaling
of the KL term in the ELBO (refer to Subsect. 3.2) [46].

DVAE excels on datasets with high Bayes error rates. Recall
(Subsubsect. 4.1.1) that most hidden layers in the DVAE
encoder/decoder implementation are over-complete, and the
dimension of the latent space is greater than the dimen-
sion of the classification datasets. Thus the DVAE combines
the strength of, e.g, SVMs that use high-dimensional rep-
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resentations, which are more likely to be linear separable,
and the strength of ANNS that actually learn representations
that are linearly separable without being necessarily high-
dimensional.

DVAE captures dependencies between dimensions of the
data space. Due to [37], training with a BCP is expected
to capture dependencies between dimensions especially in
higher-dimensional inputs. Decreasing amount of training
data, however, reduces the chance to capture especially
more complex interdependencies. Since these are less fre-
quent in low-dimensional data space, BCP may be actually
efficient on small training data that have low-dimension.
Indeed, recall that the probability of the BCP, which is
a DVAE hyperparameter, is set to 0.7 (Subsubsect. 4.1.1).
Such a strong BCP indicates that denoising has a significant
regularization effect, especially on low-dimensional data.
Moreover, downscaling the first term in the ELBO (refer to
Subsect. 3.2 for the hyperparameter «;) makes this effect
more important than that of the x-part of original data
decoding/reconstruction (cf. Subsect. A.4). Altogether, this
suggests that the learned representation is able to capture
dependencies between dimensions of the data space if the
training samples are corrupted with a strong masking noise
(refer to Subsect. 3.1). Such an ability is important in pres-
ence of many inter-dimensional correlations, which is the
case of most UCI data.

5 Conclusions

The DVAE binary classifier can generalize surprisingly so
well on low-dimensional data in balanced and semi-balanced
settings that it often outperforms all the other classifiers
including, in low data regime arguably the most frequently
used, linear/RBF SVM, the current UCI “gold-standard” RF,
and its strongest contenders, state-of-the-art and not widely
explored, NTK, NSVM, and NNGP. This supports our con-
jectures (refer to Sect. 1) why generative model classifiers
like DVAE should fit the low dimensional and low data
regime. We base our conclusions on experiments for which
we have chosen the UCI classification repository: on each
of 121 datasets, we varied training sets from maximum 16
down to 2 training samples per class and calculated various
metrics among which Accuracy, Precision at Recall 90/95%,
AP, and AUC.

Analyzing the results along three axes: dimension of the
feature space, IR, and training size, we found following.
The performance of DVAE improves with decreasing IR and
dimension of the feature space to such an extent that DVAE
beats consistently all other tested classifiers on data with IR
< 5 and feature space dimension < 16. Surprisingly, DVAE
is absolutely superior on data with high Bayes error rate as
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it is most precise at high recalls along all three analyzed
axes. Finally, the performance of the MLE based classifiers
including RF and NSVM degrades with decreasing training
size, whereas MAP based NTK and Bayesian learning based
NNGP show the opposite behavior. This can be seen eas-
ily especially in terms of PM metrics (refer to Table 14 in
Appendix).

The recent ELBO theory progress is pushing the VAE
performance to a new level. The most promising VAE varia-
tions include the deep hierarchical VAE [47, 48], increasing
expressiveness of the latent variable prior and posterior PDFs
and introducing new techniques to train such VAEs; VQ-VAE
[49, 50], quantizing latent space to better control the PDF of
latent variables; 8-VAE [45, 46, 51, 52], eliminating possible
so-called posterior collapse; VAE with flows [53], effectively
replacing the simple Gaussian latent prior with a flow-based
transformation, increasing the flexibility and expressiveness
of the learned latent representations; class-conditional VAEs
[54, 55]. Encouraged by the presented results, we believe that
leveraging these advances can take the performance of binary
classification in extremely low data regime even further.

A Review of the VAE theory

We review the VAE, which lays the theoretical foundations
for the DVAE classifier. The VAE belongs to deep generative
models defined by an explicit probability model: it is formed
by fusion of probabilistic modeling and deep ANNS.

A.1 The setup for efficient variational inference

The setup, which corresponds to the one of Subsubsect. 2.2.1,
assumes a dataset” {x} of i.i.d. samples whose generation
is modeled by a continuous latent variable z. Since the joint
PDF of x and z is often unknown, we assume that it comes
from a parametric family of PDFs p(x | z) £ pg(x | 2),
where @ is a parameter vector (see Fig. 2). Furthermore,
we assume differentiability almost everywhere w.r.t. @ as we
wish to perform MLE or MAP inference on 6 and variational
inference on z.

Note that there are no common simplifying assumptions
about, e.g., pg(z | x) tractability [56] to enable using the
EM algorithm [22, 33]. There is even no assumption about
the tractability of required expectations for the mean-field
variational Bayesian approach [22, 33, 57], which could
approximate the intractable pg(z | x).

9 Note that y®is absorbed in x ) in this Section.
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Fig.2 We have N i.i.d.
observations x ¥, each
generated by a (local) latent
random variable z. The
parameter 6 is global in the
sense that the latent variable and
generated observations depend
on it (which is why it’s drawn
outside the rectangle)

|
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A.2 The variational principle

The ideal goal would be to find values of parameters that
maximize the marginal likelihood over the parameter space,
that is

arg max po({x(i)}) = arg max Zln po(x(i)) .
[4 ] -

1

In general, this is an unsolvable problem. Therefore we use

the strategy of variational principle, which s to find a solvable
approximation of the unsolvable problem.

We can write

(@)

0N po(x', )

po(x) =Eqg | ———— | ,

! [ q(2)

where ¢ is an arbitrary PDF, and by Jensen’s inequality

) @)

In pg(x@) > E, | In po(x™’, ) ’
q(z)

suppg C supp pp(x, ) .

This is our variational principle.

The expectation on the right-hand side is called the
Evidence (or variational) Lower BOund (ELBO) of the i-
th sample. It is a function parameterized by x), denoted
L(-;:xD), or L£; for short. Assuming that g comes from a
parametric family,

. M)
LO.¥;x)2E,, [In polx.2)
qy (z)
supp gy < supp pg(x), ) .

Maximizing the ELBO goes into the direction of maximizing
po(x®) and our learning objective becomes

()
moaxXi:m];lxﬁ(a,l/f,x ). 5)

The learning objective yields approximate MLE (or MAP if
we consider also priors over parameters 6, ¥) value 6, and,

for each i, value {0([).
The ELBO can be rewritten as follows:

i =nppx™) —KL (g4 | po- [ D))

where
KL ) 2, ||n_—2r®
(6]10 Il po(- | x ))* 9y nm

is the KL divergence. It is always > 0 with equality iff gy =
po(- | x®) almost everywhere. So the learning objective

(a) maximizes the marginal likelihoqd )Z) ({x(i)});

(b) for each i, it penalizeslo q(z; IIAI(Z)) for being dissimilar
to the usually intractable true posterior p(z | x); 8).

In accordance with (b), we introduce ¢ (z | x; @),

q(- |x;9) =q(-; ¥ (x:¢)), VYx, (6)
where by abuse of notation, ¥ (- ; ¢) is a function parameter-
ized by ¢ as we wish to learn values ¢ such that for each 7,

YxD: ¢) ~ 1/7(1) and hence (- | x©; ¢) ~ q(';'}m).
That is, we wish to learn how to calculate all fh(l) instead

of learning 1/;(1) for each i individually. To facilitate ML or
MAP inference of (;S, ¥ (-; ¢) should be differentiable almost
everywhere w.r.t. ¢.

The main consequence is that now instead of calculating
(5), our new learning objective becomes!!

%XZc(o,qs; x®y (7

This learning objective follows from the variational princi-
ple. The @ that maximizes (7) is the best variational solution,
which defines our best parameter value of the generative
process represented by Fig. 2, given the observed data.
Moreover, ¢ that maximizes (7) is the parameter value of
q¢(z | x @) that is the best approximation of pg(z | x®)
w.r.t. KL divergence, for all x@).

10 We will use interchangeably the notation: pg(-) = p(-; @) where
the semicolon separates random variables on the left from parameters
on the right.

T This is crucial in applications scaling to big N, {x(’A)}lN:I , because
minibatches of size M, M < N, can be used to interleave the optimiza-
tion on @ and ¢ over each minibatch as we assume the dataset to be
iid.
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A.3 The estimator

We need a practical estimator of (7) and its derivatives w.r.t.
the parameters. The gradient w.r.t. # is immediate (refer to
Sect. C.2 in Appendix), and can be calculated by Markov
chain Monte Carlo methods (MCMC). However, the gradient
w.rI.t. ¢ is more problematic.

In case of many parametric families of g4, one can reduce
the variance of Vg L£; by the so-called reparameterization
trick [21]. In essence, z ~ gg¢ (- | xDyis reparameterized as
z = gg(€,x) where g¢ is a deterministic differentiable
function of an (auxiliary) noise variable € with indepen-
dent marginal p(e). Then we get a MCMC estimate of the
expectation of some function f(z) w.r.t. g¢, Eq, [f(2)] =
%ZZL:[ f(g¢(e(l), x®)) where € ~ p, and this expec-
tation is differentiable w.r.t. ¢. In this way, we can get a
differentiable unbiased estimator of L; , called Stochastic
Gradient Variational Bayes (SGVB) [21], whose gradient
on ¢ exhibits lower variance than the gradient sampled from
the reinforce estimator [58] (refer to Sect. C.2 in Appendix
for more details).

The gradients are calculated with automatic differentiation
and the parameter values are updated with some stochastic
optimization methods such as Stochastic Gradient Descent
(SGD), AdaGrad [59], Adam or AdaMax [60] to name a few.
More recent optimizers include, e.g., AdamW [61], which
has been already implemented in PyTorch and TensorFlow.

A.4 Variational auto-encoder

The combination of the SGVB estimator with the minibatch
stochastic gradient on ¢, 6 (concretely, SGD or AdaGrad)
is the famous Auto-Encoding Variational Bayes (AEVB)
algorithm introduced in [21], whose authors interpret the
unobserved z as a latent representation or code. Accordingly,
q¢. given by (6), is called a probabilistic encoder since for
each x@ it yields a PDF (e.g. a Gaussian) over the possible
values of the code z from which x) could have been gener-
ated by pg(x® | z), which is called a probabilistic decoder.
This can be seen if we rewrite the ELBO as follows:

Li=Egy[In pox?12)| = KL(g9(z1x7) | po(@)) -

where the learning objective (7) maximizes the first term and
minimizes the KL divergence that penalizes g4 for being
dissimilarity to the prior pg(z).

There are many possible choices of encoders and decoders,
depending on the type of data and model. In a VAE, encoders
and decoders are implemented as ANNs. For example, we
can define an encoder as a Gaussian multilayer perceptron
(MLP):

po(x | 2) =N (x;p, I) (®)
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where the mean vector g is calculated from z with a MLP
whose parameters are 6. This allows for x to depend on z in
a complex, highly non-linear way.

B DVAE classifier

We first establish how the learning objective of DVAE classi-
fiers arises from the variational framework of VAE. Building
on this foundation, we show that classification in DVAE can
be understood as posterior inference, specifically as Bayesian
marginalization over the latent space. Finally, we analyze
both input and latent spaces to gain intuition about the sepa-
rability of classes under varying levels of difficulty.

B.1 Learning objective

First recall the learning objective (7) that corresponds to the
generative process depicted in Fig. 2, where

. @)
£(0,¢,x(1)) é E(M, |:11'1 Po(x 9Z):| ,

g¢(z | x®)
supp g (- | x7) C supp pp(x @, ) |

which can be rewritten as
Egs[In 0¥ 12)] = KL (92 1xD) | po(@) -

Accordingly, the learning objective that corresponds to the
generative process depicted in Fig. 1

c (0, ¢: (x @, y(i))) =Eqy [ln po(x®, y® Iz)]

—KL(q9(z1xD) || po@) .

which, by the conditional independence assumption (2) can
be rewritten as

£, ¢: x50 =By, [In pox?2)]
+Eqy[ 102007 12)]
—KL(qqs(zlx(”) I po(z)) ,
where we have dropped the parenthesis around x@, y® to
keep the notation uncluttered. Finally, we get the learning

objective of the DVAE classifier (see Subsect. 3.2) by adding
modulating hyperparameters o1, a2, B € R.g.
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B.2 The classification

The derivation is as follows. Since
p(y | x) =/p(y | x,z) - p(z|x)dz,
it suffices to show that

Py 1 x,2)~ p(y|z0),
Pl xX)~qz|x; ) . 9)

To this end, recall that our learning objective yields:

(a) a generative model p(x, y, z; 0) of {(x@, y@)}:
(b) an approximation ¢(z | x, y; ¢) of p(z | x, y; ) w.r.t.
the KL divergence on {(x®, y)}.

By (a),
p(x,y,2) ~ p(x,y,2:0) , (10)

and using (2), we get (9). By (10) and by (b),

Pl x,y)~pzlx,y:0)~qiz|x,y:¢)

where (3) are the optimal parameter values of the encoder.
By step (I.) of the pseudoalgorithm (Sect. 3.2) (ignoring y),
q(- | x,y;¢)=q(- | x; $) and consequently,

plx)=> plxy phylx)~qE|xe) .
y

B.3 Visualization analysis

For the purpose of interpretability, we select datasets that
differ in classification difficulty. Considering the DVAE clas-
sifier trained on the smallest training size, n = 2 per class, we
distinguish between datasets (see Table 15) that have proven:

e casy: zoo dataset, classified with 95% accuracy (Fig. 3);

e moderately difficult: ecoli dataset, classified with 77%
accuracy (Figs. 4, 5);

e challenging: monks-1 dataset, classified with 57% accu-
racy (Figs. 6, 7);

e failure: datasets where the classifier fails, e.g. statlog-
australian-credit, with 51% accuracy, only marginally
above chance (Figs. 8, 9).

All figures present dimensionality reduction projections
(PCA, t-SNE) of datasets. PCA and t-SNE are unsuper-
vised dimensionality reduction methods that exploit the

entire dataset to construct projections. PCA provides a lin-
ear projection of the data, whereas t-SNE emphasizes local
neighborhood preservation and captures nonlinear manifold
structure. In contrast, DVAE is supervised but learns latent
representations under extreme data scarcity, which is chal-
lenging even when unsupervised projections reveal separable
structure.

Each figure is organized into three panels: ground truth
labels (left), DVAE classifier predictions (middle), and cor-
responding prediction scores (right). Captions differ only in
specifying the projection method and dataset difficulty, while
the panel structure remains consistent across the series.

Across datasets of increasing difficulty, visualization of
input and latent spaces reveals a consistent progression
in class separability. For easy datasets, where the DVAE
achieves high accuracy, PCA projections already separate the
classes in the input space. On moderately difficult datasets,
PCA fails to separate classes, but TSNE projections of the
latent space show partial improvement, indicating that the
DVAE captures some nonlinear discriminative cues. On chal-
lenging datasets, both PCA and t-SNE projections show poor
separation, reflecting weak discriminative signal. Finally,
in classification-failure datasets, non-separability is abso-
lute: neither linear nor nonlinear projections reveal any class
distinction, confirming the absence of usable structure for
classification.

C More on the DVAE classifier

The first subsection presents the architecture of the DVAE
classifier. The second subsection expands on Subsect. A.3
by providing an overview of basic techniques for control-
ling the variance of the ELBO estimator. These techniques
include the reparameterization trick, which we describe in
greater detail here. The third subsection expands on Subsub-
Sect. 4.1.1 by adding further details on the training of the
DVAE classifier. Finally, the last subsection discusses the
performance stability of the DVAE classifier.

C.1 The architecture
The DVAE classifier has three main modules: two decoders

(of x and y), which implement pg (cf., the generative process
depicted in Fig. 1), and an encoder that implements g .

C.1.1 The decoders

We let the prior p(z) be a centered isotropic multivariate
Gaussian:

@) 2N (z:0,1) .
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Parameters of the two other conditional PDFs are calculated
from z with Gaussian and Bernoulli MLPs.

We let pg(x | z) be a multivariate Gaussian N (x; u, I)
with a diagonal covariance. That s, pg(x | z) is given by (8),
where the parameter p is calculated from z with a MLP with
one hidden layer:

n=Wrh+b,,
h = softpl(Wz + by) ,

where W, W», by, b, are the weights and biases of the MLP.
We let pg(y | z) be a Bernoulli:

po(y | z) = Ber(y; p) .

The parameter w is calculated from z with a MLP with two
hidden layers:

1 1
n = E + 5 tanh(W5h2 + bS) ’

hy = softpl(Wah + bs) ,
h| = softpl(W3z + b3) ,

where W3, W4, Ws, b3, by, bs are the weights and biases of
the MLP.
Formally, 6 = {W, ..

5W55b177b5}

C.1.2 The encoder

Note that the true posterior pg(z | x, y) is intractable in this
case. We assume that it takes on an approximate Gaussian

form with an approximately diagonal covariance. Thus g4 (z |
x, y) is a multivariate Gaussian with a diagonal covariance
structure:

q¢(z | x, ) éJ\/(z; ’, Iaz) .

The parameters u, o are calculated with a MLP with one
hidden layer:!?

= softm(Weh + be) ,
o =sigm(W7h + by) ,
h = softpl(Wgx + bg) ,

where W, W7, Wg, bg, b7, bg, which comprise ¢, are the
weights and biases of the MLP. Since, by design choice, we
let the encoder ignore y, the MLP takes just x on input.

C.2 Controlling the variance of the ELBO estimator

On one hand, using tunable and flexible encoders and
decoders such as MLPs gives us great power to express
almost arbitrary probabilistic models involving continuous
latent variables. On the other hand, the non-linearity intro-
duced by ANNs makes inference (for this class of models)
particularly challenging because we need methods for con-
trolling the variance of estimators of (7) to be able to perform
posterior inference efficiently.

12 Note that this MLP plays the role of ¥ (- ; x) in (6).
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The gradient w.r.t. # is immediate,
Vo L; =E,, [w In pg(xV, z)] :

and can be calculated by MCMC. However, the gradient w.r.t.
¢ is more problematic.

We can always use the reinforce estimator of Vg L;, which
can be traced back to [62] as the likelihood ratio estimator,
and which is known also as the score function estimator [63].
The MCMC on the reinforce estimator yields an unbiased
estimator of Vg L£;, which, however, tends to have a high
variance [64]. Fortunately, there are strategies [65, 66] how
to reduce the variance by modifying the reinforce estimator.
Some of them like Rao-Blackwellization [67-69] or data-
dependent baselines [70, 71] are supported, e.g., in Pyro.

Applying the reparameterization trick, which is another
strategy to control variance, is quite simple. For the sake
of concreteness, consider the encoder (refer to Subsub-
sect. C.1.2) of the DVAE classifier. We rewrite it for con-
venience here as follows:

q(- |x(i);¢) =N(- ;ﬂ(i)’la(i)z) ,

where (in accordance with notation of Subsec. A.2) u, ¢
= ¥ (x?D; ¢). (As pointed out in the footnote 12 in Subsub-
sect. C.1.2, this is the function ¥ (- ; ¢) that appears in (6) and
is implemented as a MLP.) By the reparameterization trick,
we can sample a noise vector variable € from a centered
isotropic multivariate Gaussian, € ~ N, I) and set!3:

2D =D 16D 0 D~ NI,

where © denotes an element-wise product. As a result:

L
1 o . A
L~ T ,E_l In pg(x@, 20Dy —1Ingg(zD | D)

eV~ N, I,

which is the SVGB estimator [21] of L; . Its gradients are
calculated with automatic differentiation and the parame-
ter values are updated with some stochastic optimization
methods such as SGD, Momentum [72], Nesterov momen-
tum (Nesterov Accelerated gradient) [73], AdaGrad [59],
RMSProp [74], Adam or AdaMAx [60]. More recent opti-
mizers include, e.g., AdamW [61], which has been already
implemented in PyTorch and TensorFlow.

13 Note that in the notation of Subsect. A.3, ("D = g(e(l), x@: ¢).
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C.3 Implementational details

We make the DVAE implementation publicly available on
GitHub at https://github.com/rdned/DVAE. DVAE is imple-
mented in Pyro, a deep probabilistic programming language,
which combines deep learning and Bayesian modeling to
allow very flexible creation of custom probabilistic mod-
els. Parameters are updated using stochastic gradient ascent
where gradients are calculated by differentiating an estima-
tor constructed along the lines of [66] specialized to the case
of ELBO. This estimator is implemented in Pyro in two
different versions under names TraceGraph_ELBO and
JitTraceGraph_ELBO.
Stepsizes are adapted with AdamW, where we set'*
e the learning rate to 0.0005;
e 1 = 0.97, controlling a moving estimate of gradients
(the first moment);
e B> = 0.999, controlling a moving estimate of gradient
squares (the second moment).

Pyro’s stochastic variational inference relies on the guide
function (the encoder, see Subsubsect. C.1.2), which defines
the variational distribution g¢(z | x). During training, the
guide produces random draws of latent variables on each
forward pass, yielding stochastic samples from g¢(z | x).
These samples are then used to construct Monte Carlo esti-
mates of the ELBO. The optimizer adjusts the parameters ¢
of the guide and @ of the model function (the decoder, see
Subsubsect. C.1.1), which implements pg(z, x, y), in order
to minimize the KL divergence between the variational dis-
tribution and the true posterior pg(z | x,y). In this way,
stochasticity in both the guide and the model provides the
mechanism by which Pyro approximates expectations and
drives the optimization of variational inference.

C.4 Performance stability

The smooth latent manifold induced by the KL term and reg-
ularization ensures that small perturbations in input space
correspond to small changes in latent space, supporting sta-
ble interpolation and generalization despite few samples.
Empirical results in the paper demonstrate that these latent
regularization mechanisms improve reconstruction fidelity
and classification accuracy in extremely low data regimes,
showing robustness to overfitting and noisy latent represen-
tations.

Key reasons for stability of the DVAE classifier in small
data regimes.

14 Note that 81, B, are hyperparameters of AdamW, in contrast to the
B that scales down the KL term in Subsect. 3.2!
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e The encoder compresses high-dimensional inputs into
latent codes that capture only the most relevant infor-
mation for reconstruction and classification, effectively
acting as an information bottleneck that limits model
complexity.

e The KL divergence regularization encourages the approx-
imate posterior of latents to remain close to a standard
normal prior, which acts as a strong inductive bias pre-
venting overfitting to scarce data.

e The reparameterization trick enables efficient and stable
gradient-based optimization by allowing backpropaga-
tion through stochastic latent variables. Specifically, it
contributes to stability in the DVAE classifier by enabling
low-variance, differentiable sampling of latent variables,
which supports robust gradient-based optimization under
scarce data.

Quick diagnostic checklist. Balancing the weights o, a2,
and the KL divergence weight g in the learning objective of
the DVAE classifier (see Subsect. 3.2) is critical for stable
training, especially in extremely low data regimes, to ensure
the latent space captures relevant features without overfitting
or posterior collapse. Specifically:

e (1 controls the reconstruction loss of the input x. If set
too high, it may cause overfitting to input noise; if too low,
the model may underfit and lose important input details.

e o controls the reconstruction loss of the label y, guiding
the model to learn class-discriminative latent features. If
too low, the latent space may not capture relevant classifi-
cation information; if too high, it may destabilize training
by overemphasizing label reconstruction.

e [ controls the latent representation. If too weak, it leads
to overfitting and noisy latent representations. Increasing
B encourages pruning of irrelevant latent dimensions. If
too strong, it causes posterior collapse where the latent
variables carry little information. Decreasing 8, increas-
ing encoder capacity, or using more informative priors
can mitigate this.

D Computational efficiency and robustness

To assess the efficiency of the DVAE, we measure its runtime
across datasets of varying sizes. To evaluate robustness, we
examine its performance under systematic variation of key
parameters (see Subsect. 4.1.1).

D.1 Runtime sensitivity

Efficiency refers to computational performance, encom-
passing speed, memory usage, and scalability. An efficient

method minimizes resource consumption and is able to pro-
cess larger or more complex inputs gracefully. We present
runtime measurements obtained on a 2.3.GHz Quad-Core
Intel Core 17 system equipped with 32 GB of 3733 MHz
LPDDR4X RAM (Fig.10).

D.2 Parameter sensitivity

Robustness refers to stability and reliability: the method con-
tinues to perform well even when inputs, parameters, or
conditions vary. It’s not fragile or overly dependent on fine-
tuned settings. Therefore we test how much the accuracy
of the DVAE changes when its parameters shift. We vary
hyperparameters o1, a2, B of the learning objective (refer to
Subsect. B.1), the intensity of the BCP (refer to Subsect. 3.1),
and also architectural parameters like dimensions of hidden
layers and of the latent space (refer to Subsect. C.1).

The contour diagrams in Fig. 11 summarizing 50 stochas-
tic search trials, confirms that the reference DVAE configu-
ration (refer to Subsubsect. 4.1.1) provides a robust baseline,
although some alternative parameter settings achieve slightly
superior performance. The diagrams show that § is the most
important as its high values degrade the DVAE performance.
This is also confirmed by functional ANOVA analysis, which
indicates that 8 explains &~ 72% of the variance across the
search space. Parameters o, oy jointly explain ~ 20% of
the variance, consistent with their coupling by o1 +op = 1,
and BCP explains remaining &~ 8% of the variance as the
latent and hidden dimensions had negligible influence and
were assigned zero importance by the functional ANOVA.
(For more details about the stochastic search and calculating
the functional ANOVA importance refer to the paragraphs
below).

The stochastic search setup. To make the stochastic search
feasible, we shrink the space by tying parameters together.
Specifically, we set «; = 1 — a, and constrain architectural
parameters by defining dim(h{) = dim(h)/2, dim(hy) =
dim(h)/4, where h denotes the hidden layer of the decoder
of x, and hy, hy are the hidden layers of the decoder of y
(see Subsubsect. C.1.1). The dimension of the hidden layer
of the encoder (see Subsubsect. C.1.2) is set to 8 - dim(h).
The resulting search space is a Cartesian product with ranges
a; € [1075,1], B € [107*, 1], BCP € [0,0.8], and
dim(z), dim(k) € [16, 200].

Hyperparameter optimization was conducted using Optuna
[75], applying the Tree-Structured Parzen Estimator (TPE)
sampler in this five-dimensional search space. We defined a
multiobjective optimization problem with targets given by:
(i) average accuracy of the DVAE classifier trained on n €
{2,3,4,5,6,8, 10, 16}, and (ii) weighted accuracy, designed
to bias optimization towards smaller training sizes. Weights
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decay exponentially with training size: {2 : 0.4,3 : 0.25, 4 :
0.15,5:0.09,6:0.05,8:0.03,10: 0.02, 16 : 0.01}.

Functional ANOVA importance. Let f (x) denote the objec-
tive function with hyperparameters x = (x1, x2, ..., xg). A
random forest regressor f (x) is trained to approximate f (x).
Functional ANOVA (fANOVA) decomposes f into contri-
butions of parameter subsets S € {1, ...,d}:

d
f)=fa+ Zf{i}(xi) + Z.f{i,j}(xz‘,x]') +...

i=1 i<j
The total variance of f is decomposed as

Var[ f(x)] = Z Var[ fs(xs)] ,

where xg is treated as a random vector drawn from a dis-
tribution over the search space (typically uniform). For each
subset S, the variance contribution is defined as

Varl fs (xs)] = Exs | (fs(xs) = Bxfsx)])’ ]

The importance of parameter i is then defined as the sum
of variance contributions of all subsets that include i:

IG) =) Var[fs(xs)].

S>i

Finally, the importances are normalized so that

d
Zl(i):l.

i=1
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E More on comparative performance

We complement the analysis of comparative classification
performance across varying training sizes. The first subsec-
tion motivates the choice of evaluation metrics and discusses
how uncertainty quantification or probabilistic calibration
could further enhance interpretability. The second subsec-
tion adds respective summary plots and the third subsection
the analysis of the performance on all UCI datasets.

E.1 Comparison setup

After highlighting the relevance of the metrics to high-stakes
domains such as healthcare, we underscore the strengths of
the DVAE classifier, which arise from its probabilistic foun-
dation and implementation in a probabilistic programming
language, enabling principled uncertainty quantification.

Metrics of performance on data with high aleatoric uncer-
tainty. We focus on precision at high recall levels (90%, 95%)
to evaluate how well a classifier handles regions of the input
space with high aleatoric uncertainty — where distinguishing
between classes is inherently difficult. It measures the trust-
worthiness of positive predictions when the classifier is tuned
to be highly sensitive: Are most positive cases detectable with
minimal false negatives? This is critical in domains like medi-
cal diagnosis or fraud detection where missing a positive case
can have severe consequences. For example, in cancer screen-
ing, you might accept a 5% miss rate (95% recall), but you
need to know how many false alarms that entails (precision).
Thus, evaluating precision at high recall provides a targeted
assessment of classifier performance in scenarios demand-
ing both high sensitivity and reliability, reflecting practical
priorities in low-data supervised learning.

Simple scalar summaries like average precision or F1-
score often provide a rough orientations but mask depen-
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Off-diagonal panels display the performance surface projected onto

dence of the classifiers’ performance on classification thresh-
old value.

Uncertainty quantification and probabilistic callibration.
The DVAE classifier inherently performs Bayesian inference
by defining classification as posterior inference via Bayesian
marginalization over the latent space. Implemented in Pyro,
the DVAE explicitly models uncertainty: The decoder defines
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pairs of hyperparameters, while diagonal panels show one-dimensional
projections onto individual hyperparameters. Red markers highlight the
best hyperparameter configurations, and a gold star denotes the refer-
ence configuration

a likelihood distribution (e.g., Bernoulli or Normal), and
sampling from this likelihood captures aleatoric uncertainty
inherent in the data. Thus the DVAE implementation in Pyro
provides a native uncertainty quantification and probabilis-
tic calibration through the posterior distributions of latent
variables and predicted labels. It also enables posterior pre-
dictive sampling, credible intervals, and uncertainty-aware
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generation, enhancing interpretability and robustness. Fur-
ther calibration can be accessed via Bayesian model criticism
(pyro.infer.Predictive()), e.g., posterior predic-
tive checks, coverage diagnostics.

While the DVAE natively captures uncertainty, addi-
tional techniques could complement and refine uncertainty
quantification helping identify ambiguous cases, guide data
collection, and support risk-sensitive decisions in extremely
low data contexts. For example,

e Bayesian Posterior Analysis exploiting the DVAE’s latent
variable posterior distributions to explicitly derive credi-
ble intervals and uncertainty bounds for predictions. This
enhances interpretability by providing clear confidence
measures without redundant computation.

e Monte Carlo Dropout introducing stochastic dropout
during inference to generate multiple forward passes,
approximating Bayesian inference. This captures epis-
temic uncertainty by observing prediction variability
across passes, complementing the DVAE’s native uncer-
tainty.

e Ensemble Methods combining predictions from mul-
tiple independently trained DVAE models to estimate
uncertainty via prediction variance. Ensembles improve
robustness and provide richer uncertainty estimates by
aggregating diverse model perspectives.

E.2 Summary plots of the experiment results

To make results easier to digest, we visualize Tables 2, 3 and
5in Figs.12, 13 and 14 respectively.

E.3 Significance analysis

We focus on standardized paired effect size measures for
multi-dataset classifier comparison. We first review the cho-
sen measures and then present corresponding values from
our experiments.

E.3.1 Standardized effect size measures

To provide both parametric and nonparametric perspectives
on classifier performance differences, we employ Wilcoxon
r and Cohen’s d. These measures yield real-valued indices,
where positive values indicate that DVAE outperforms a com-
pared classifier, and negative values indicate the opposite.
Tables 6 and 7 summarizes conventional benchmarks for
interpreting magnitudes.

For a brief review of Wilcoxon r and Cohen’s d, see the
paragraphs below.

Wilcoxon r for paired samples. Wilcoxon r is a rank-based
effect size, analogous to a correlation coefficient. It is defined
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Table 6 Conventional benchmarks for interpreting standardized effect Table 10 Wilcoxon r across low-dimensional UCI datasets with IR
sizes: Cohen’s d and Wilcoxon r < 5. Reported Wilcoxon r effect sizes for DVAE relative to competing
Effect Size Small Medium Large classifiers across varying sample sizes
n KNN SVM RF NNGP NTK NSVM
Cohen’s d 0.2 0.5 0.8
Wilcoxon r 0.1 0.3 0.5 2 0.60 0.83 0.31 0.37 0.35 0.27
3 0.68 0.84 0.43 0.58 0.56 0.29
) o ) ) ] 4 0.66 0.85 0.41 0.60 0.59 0.33
Table 7' Interpretation of effect size sign and magnitude in classifier 5 047 0.79 034 0.68 0.63 022
comparisons
- - - 6 0.44 0.80 0.28 0.65 0.63 0.22
Effect Size Value  Interpretation Classifier Advantage 8 0.46 0.77 022 072 0.68 007
Positive (> 0) DVAE outperforms DVAE 10 0.43 0.72 0.13 0.72 0.70 —0.04
compared classifier 16 0.19 0.56 —0.05  0.69 0.70 —-0.27
Negative (< 0) Compared classifier Comparator
outperforms DVAE
Near zero (= 0) No meaningful None Table 11 Cohen’s d across low-dimensional UCI datasets with IR <
difference 5. Reported Cohen’s d effect sizes for DVAE relative to competing
classifiers across varying sample sizes
n KNN SVM RF NNGP NTK NSVM
Table 8 Wilcoxon r across low-dimensional UCI datasets. Reported
Wilcoxon r effect sizes for DVAE relative to competing classifiers 2 0.75 1.44 0.18 0.37 0.34 0.29
across varying sample sizes 3084 160 039 068 064 033
n KNN SVM RF NNGP NTK NSVM 4 0.82 1.71 0.38 0.73 0.68 0.41
> 051 078 —0.08 016 014 007 5 0.56 1.30 0.31 0.84 0.77 0.21
3059 078 001 041 039  —o0s & 052 137026 084 0.78 027
4 057 079 —001 047 044 001 8 0.54 1.16 0.17 0.88 0.82 —0.03
5 021 072 —0.02 0.60 054 007 10 0.51 0.95 0.11 0.89 0.87 —0.06
6 0.20 0.74 —0.09 0.59 0.55 —0.07 16 0.22 0.65 —0.08 0.87 0.90 —0.28
8 0.23 0.64 —0.10 0.62 0.58 —0.23
10 0.23 0.61 —0.12 0.62 0.60 —0.20 Table 12 Wilcoxon r across UCI datasets with IR < 5. Reported
16 0.13 0.47 —0.12 0.65 0.67 —0.40 Wilcoxon r effect sizes for DVAE relative to competing classifiers
across varying sample sizes
Table 9 Cohen’s d across low-dimensional UCI datasets. Reported n KNN SVM RF NNGP NTK NSVM
Cohen’s d effect sizes for DVAE relative to competing classifiers across
varying sample sizes 2 0.58 0.84 -0.03 025 0.22 0.33
n KNN SVM RF NNGP NTK NSVM 3 0.60 0.85 0.05 0.41 0.40 0.10
5 0.57 18 022 0.17 0.14 0.20 4 0.61 0.86 —0.02 0.46 0.44 0.26
; 0'70 1'22 _0'12 0'43 0'38 _0'22 5 0.47 0.77 —-0.01 055 0.51 0.07
i 0'69 1'24 _0'18 0'51 0'46 _0'13 6 0.45 0.79 —-0.09 053 0.50  0.09
S 0'21 1'00 _0'15 0'68 0'60 _0'22 8 0.51 0.75 —-0.10 0.6l 0.58 —0.09
) 0'19 1'10 _0'18 oles 0'61 _0'18 10 050 0.72 015 0.62 0.61 —0.14
' ' o ' ' o 16 040 0.63 028  0.63 0.63 —0.33
8 0.21 0.83 —0.20 0.73 0.66 —0.27
10 0.25 0.75 —0.18 0.72 0.70 —0.26
16 0.07 0.51 —0.18 0.79 0.83 —0.37 . Lo
benchmark datasets). Positive values indicate that DVAE
tends to outperform the comparator classifier, while nega-
tive values indicate the opposite.
Cohen’s d for paired samples. Cohen’s d expresses the aver-
(11) age standardized performance gap across all datasets. It is
defined as
d
d=— (12)
Sd

as

y = ——
VN
where Z is the standardized Wilcoxon signed-rank test statis-
tic and N is the total number of paired observations (UCI
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Table 13 Cohen’sd across UCI datasets with IR < 5. Reported Cohen’s
d effect sizes for DVAE relative to competing classifiers across varying
sample sizes

n KNN SVM RF NNGP NTK NSVM
2 0.69 1.54 —0.12 0.25 0.22 0.35

3 0.73 1.49 —0.01 0.45 0.41 0.00

4 0.75 1.77 —0.10 0.53 0.48 0.13

5 0.54 1.17 —0.09 0.61 0.56 —0.08
6 0.51 1.40 —0.14 0.61 0.55 0.00

8 0.56 1.15 —0.17 0.68 0.64 —0.14
10 0.54 0.94 -0.20 0.67 0.65 —0.20
16 0.40 0.71 —0.30 0.70 0.70 —0.34

where d is the mean of the paired differences between per-
formance of DVAE and another classifier C:

N

- 1

d= N E l(xDVAE,i —XC,i)
i=

s4 18 the standard deviation of the differences:

N
L [(x —XCi) — j]z
N —1 — DVAE,i C,i
1=

Sq =

with N the total number of paired observations (UCI bench-
mark datasets). Positive values indicate that DVAE tends to
outperform C, while negative values indicate the reverse.

E.3.2 Interpretation benchmarks

We report Wilcoxon » and Cohen’s d values in the sum-
mary tables below Tables 8—13. These results complement
Tables 2, 3, and 5 in Subsect. 4.2, as well as Figs. 12, 13, and
14 in Subsect. E.2.

In brief, both Wilcoxon r and Cohen’s d indicate that
DVAE performs best on low-dimensional datasets with IR <
5. It outperforms all classifiers for training sizes n < 6. The
strongest competitor is NSVM, which is nevertheless outper-
formed by DVAE with a small to medium effect size.

When the low-dimensionality constraint is relaxed, DVAE
becomes less dominant. Specifically, there is no meaning-
ful performance difference compared to RF, while NSVM
remains competitive, being outperformed by DVAE only at
the smallest training sizes. All other classifiers, however, are
outperformed with large effect sizes.

DVAE is least dominant on low-dimensional datasets with
relaxed IR. In particular, RF and NSVM are competitive. For
example, NSVM outperforms DVAE on some training sizes
in terms of Cohen’s d. All other classifiers are consistently
outperformed by DVAE with large effect sizes.

E.4 Comparative performance on all datasets

We breakdown Table 4 by training size to extend the insights
from Table 5 to datasets with any IR, encompassing both
semi-balanced and imbalanced scenarios. Specifically, using
Table 14, we can analyze how comparative performance of
classifiers changes with n since it reports average percentage
(over all available UCI datasets) of the best observed perfor-
mance on respective metrics. Note that average percentage of
the best observed Precision at high Recalls (90% and 95%)
gives a valuable insight into the comparative performance on
data with high Bayes error rate.

We can see that NTK and NNGP are the only classi-
fiers that comparatively improve with decreasing n on all
the reported metrics. Also DVAE shows similar behavior:
it is slightly improving on PM AUC and quasi constant on
PM AP (with the only exception of n = 16). Strikingly, we
observe that DVAE comparatively improves with decreasing
n on data with high Bayes error rate. All the other classifiers
show the opposite behavior as they comparatively improve
with increasing n.

F UCI Datasets collection

For the sake of completeness, we include a summary table
(Table 15) listing all the UCI datasets with respective key
attribute values.

G Extended discussion

The superior performance of DVAE reflects the interplay
between architectural choices and implementation strategies.
Denoising contributes by compelling the model to recon-
struct clean inputs from corrupted ones, thereby smooth-
ing the latent manifold and regularizing posterior infer-
ence. Functional ANOVA analysis indicates that denoising
accounts for roughly 8% of performance variance across
DVAE’s parameter space (refer to Subsect. D.2) — confirming
its importance but suggesting it is not the dominant factor. We
conjecture that a more substantial contribution arises from
DVAE’s implementation in a probabilistic programming lan-
guage such as Pyro (refer to Subsect. C.3). Even without
explicitly coding normalizing flows [53, 76], Pyro’s ability
to stack stochastic transformations during training effectively
mimics the behavior of normalizing flows, expanding the
expressivity of the approximate posterior and narrowing the
gap to the true distribution. Crucially, this mechanism oper-
ates only during training: at inference, stochastic sampling is
replaced by deterministic means, reducing variance in pre-
dictions. This transition acts as a form of regularization,
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Table 14 For each training size (n), classification performance is reported as the mean with variability expressed as (Q1-mean, Q3-mean), computed
across all UCI datasets

n KNN SVM RF NNGP NTK NSVM DVAE
PM Accuracy [%]
2 85.2(-6.8;+8.2) 78.2(-6.0;+5.3) 95.4(-1.7;+4.4) 92.3(-2.8;+6.3) 92.7(-3.3;+7.0) 90.4(-4.9;+9.2) 91.3(-3.6;+7.5)
3 84.1(-10.0;+11.1) 82.9(-4.8:+5.2) 95.6(-2.1;+4.2) 91.2(-3.8;+6.6) 91.7(-4.0;+7.6) 93.7(-2.0;+4.9) 92.2(-3.4;+7.2)
4 83.7(-9.3;+11.6) 79.7(-6.1;+6.4) 96.1(-1.8;+3.9) 90.5(-3.8;+7.4) 91.0(-3.6;+7.3) 93.0(-3.7;:+5.9) 92.4(-3.8;+6.9)
5 90.9(-5.5:+6.9) 86.9(-3.6:+5.2) 96.7(-1.9;+3.3) 90.6(-3.9;+6.7) 91.1(-3.3;+6.1) 95.2(-2.4:+4.2) 93.4(-2.2:+6.2)
6 91.1(-4.7;:+6.1) 83.5(-5.2:45.9) 96.8(-1.5;+3.2) 90.2(-3.2:+7.1) 90.7(-3.3:+6.8) 94.6(-2.9;+4.9) 93.1(-1.9;+5.4)
8 90.5(-6.1;+6.4) 85.8(-4.8;+5.7) 96.8(-1.3;+3.2) 89.3(-3.3:+6.0) 89.8(-2.8:+5.7) 95.3(-2.3;:+4.7) 93.5(-2.5:45.5)
10 90.3(-6.1;+7.3) 86.8(-5.6:+7.1) 96.7(-2.6;+3.3) 89.0(-4.0;+6.4) 89.4(-2.9;:+6.0) 95.4(-2.3;+4.6) 93.6(-2.7:+5.6)
16 91.7(-3.3:+6.7) 88.3(-4.8;+6.0) 96.6(-1.5;+3.4) 88.2(-3.8:+6.1) 88.3(-3.7:+6.5) 96.6(-2.2;+3.4) 94.0(-1.8;+4.9)
PM AP [%]
2 70.1(-10.3;+16.1) 69.8(-11.0;+12.9) 85.7(-3.4:+11.8) 93.5(-2.5:+5.1) 94.8(-1.7;+5.2) 46.4(-22.1;+19.3) 89.1(-2.6:+10.9)
3 71.1(-11.0;+17.0) 75.2(-7.6;+13.4) 87.1(-2.9;:+11.0) 92.2(-2.1:46.3) 93.9(-2.4;+6.1) 76.2(-7.4;+13.5) 89.3(-2.7:+10.7)
4 71.7(-10.7;+16.3) 73.1(-8.3;+12.4) 89.1(-3.3;+10.1) 91.9(-3.6:+6.3) 94.0(-2.5;+6.0) 65.8(-11.9;+12.1) 89.6(-3.4:+10.4)
5 73.6(-11.1;+16.3) 81.5(-5.5:+11.0) 89.8(-2.3;+8.5) 91.5(-2.8:+7.1) 93.6(-2.4;+6.4) 84.4(-8.4;:+10.2) 89.6(-2.5:+10.4)
6 73.9(-12.2;+16.3) 79.5(-7.0;+10.1) 90.7(-2.8:+8.7) 91.4(-4.0:+6.9) 93.5(-2.9;+6.5) 74.6(-9.3;+11.8) 89.3(-3.2;:+10.7)
8 76.7(-9.0;+14.4) 83.8(-6.0;:+10.2) 91.5(-1.3:+8.3) 90.3(-3.7;:+8.2) 92.5(-4.6;+7.5) 79.5(-7.3:49.7) 89.6(-3.1;:+10.4)
10 77.5(-6.1;+13.7) 86.1(-6.8:+10.2) 92.4(-3.0;+7.6) 89.7(-4.5:+8.6) 91.6(-4.2;+8.1) 83.2(-6.7;:+10.3) 89.4(-2.0;+10.6)
16 81.0(-6.0;+12.3) 88.4(-3.9:+9.9) 93.7(-0.6;+6.3) 88.9(-2.8:+9.8) 90.0(-4.4;+9.6) 89.8(-4.8;+8.4) 91.7(-3.2;:+8.3)
PM AUC [%]
2 88.3(-4.0;:+3.7) 76.0(-7.9;+8.6) 95.0(-2.1;+4.0) 95.0(-2.6:+4.4) 95.5(-2.7;:+4.5) 44.2(-19.1;420.2) 96.5(-1.9;+3.5)
3 89.9(-2.8:+3.2) 80.7(-7.7:+7.2) 95.8(-1.9;:+3.3) 94.3(-3.1;+4.9) 94.9(-3.4;:45.1) 80.7(-6.5:+6.6) 96.7(-1.7;+3.3)
4 90.7(-3.0;:+3.8) 77.4(-6.4:+6.8) 96.5(-2.3:+3.5) 94.1(-3.1;+4.9) 94.8(-3.0;+5.2) 66.2(-9.3;+10.5) 96.7(-1.6;+3.3)
5 91.4(-3.0;+4.1) 87.4(-6.3:+7.8) 96.8(-2.0;+3.0) 94.0(-3.0;:+5.2) 94.6(-2.6;+5.4) 88.7(-7.3;:+8.7) 97.0(-1.2;+3.0)
6 91.8(-2.6;+4.0) 83.8(-7.4:+7.7) 97.1(-1.4;+2.9) 93.9(-3.3;+5.0) 94.5(-3.1;+5.5) 76.3(-7.9:+10.3) 96.8(-1.9;+3.2)
8 92.7(-2.5:+4.2) 87.8(-6.1;+8.6) 97.7(-0.8;+2.3) 93.9(-3.4:45.1) 94.3(-3.5;+5.6) 81.7(-6.5;+8.6) 97.0(-1.6;+3.0)
10 92.7(-3.1;+4.0) 90.2(-5.1;+8.2) 97.6(-0.8;+2.4) 93.8(-3.6;:+5.4) 94.0(-3.2;+5.6) 86.5(-7.1:48.2) 96.7(-1.5:+3.3)
16 93.0(-3.2;+4.8) 92.7(-3.8;+6.3) 97.6(0.3;+2.4) 93.5(-3.8;:+5.8) 93.3(-2.9;+6.0) 92.1(-4.5:+6.4) 96.3(-1.6;+3.7)
PM Precision @ Recall 90% [ %]
2 78.5(-8.4:+14.7) 83.7(-3.7:+10.8) 89.7(-0.1:49.2) 93.5(-1.9;+5.2) 94.7(-0.8;+5.3) 68.5(-18.9;4+21.2) 94.5(1.6;+5.5)
3 77.8(-8.2;:+15.0) 85.7(-3.0:49.7) 89.1(-0.6;+10.1) 92.2(-1.7;+6.3) 93.8(-1.1;+6.2) 86.7(-3.8;+9.3) 93.2(1.8;+6.8)
4 77.3(-7.3;:+15.5) 83.4(-5.7;:+11.0) 90.6(-0.4;+8.8) 91.5(-2.2;+7.0) 93.3(-2.0;+6.5) 78.8(-9.5:+14.6) 92.8(0.0;+7.2)
5 77.3(-9.8:+15.5) 88.0(-2.4:+9.2) 90.1(-2.7;49.2) 90.8(-3.3;+7.3) 92.7(-2.9;+6.9) 90.7(-1.9;+6.8) 92.6(1.4;+7.4)
6 77.6(-7.6;+16.0) 86.8(-4.9:+8.7) 91.5(-1.3;+8.1) 90.5(-2.6;+7.4) 92.6(-2.6;+7.1) 84.3(-5.9;:49.7) 92.4(1.7;+7.6)
8 78.6(-7.3;:+14.5) 89.2(-4.7:+8.0) 91.6(-0.9;+8.4) 89.4(-5.5:+8.3) 91.0(-5.2;+8.3) 86.3(-4.5:49.6) 92.1(1.3;+7.9)
10 79.0(-8.8;+14.4) 90.4(-5.2;+8.3) 92.1(-0.3;+7.9) 88.7(-3.1;:49.1) 90.2(-2.9;+8.5) 88.5(-3.4;+8.7) 91.4(0.6;+8.6)
16 80.9(-6.3;+13.1) 91.3(-3.6:+7.3) 94.0(-1.2;+6.0) 88.3(-4.0:49.5) 88.7(-3.2:49.1) 93.0(-1.6;+6.1) 92.2(0.3;+7.8)
PM Precision @ Recall 95% [%]
2 80.0(-9.4:+14.2) 86.2(-5.1;:49.4) 89.9(-0.5:49.1) 93.8(-1.0;:+5.2) 95.0(-0.3:+5.0) 73.0(-19.9;+19.9) 95.0(1.8;+5.0)
3 79.4(-8.8;+14.7) 87.7(-3.2:49.6) 89.3(-1.3;49.8) 92.4(-1.1:+6.4) 94.0(-0.3;+6.0) 88.8(-2.7;+8.3) 93.9(1.8;+6.1)
4 78.5(-10.0;+15.3) 85.7(-4.0;+10.0) 90.4(-2.8:+9.0) 91.7(-1.6:+6.9) 93.2(-0.7;+6.6) 81.9(-9.6;+13.3) 93.2(1.4;+6.8)
5 79.0(-7.6;+14.7) 89.6(-2.1;+8.4) 90.3(-2.7:+8.8) 91.3(-2.5:+7.3) 92.9(-0.9;:+6.9) 92.0(-1.4:+6.3) 93.0(1.9;+7.0)
6 78.8(-7.3;+15.0) 88.6(-4.5:+8.7) 91.5(-1.3:+8.1) 90.5(-1.8;+7.2) 92.4(-1.2;:+7.0) 86.4(-3.8;+10.3) 92.7(1.0;+7.3)
8 79.6(-8.9;+15.0) 90.6(-4.2;+7.9) 91.4(-0.6:+8.5) 89.5(-2.4:+8.3) 91.0(-3.3;+7.5) 87.8(-2.6:+9.5) 91.9(1.6;+8.1)
10 80.1(-7.0;+14.0) 91.3(-3.1:47.3) 91.8(-0.9;+8.2) 88.7(-1.2:49.2) 90.1(-1.4;:+8.4) 89.5(-1.8;+8.6) 91.2(1.4;+8.8)
16 81.7(-6.8;:+12.4) 91.9(-3.7:+6.9) 93.7(-1.0;+6.3) 88.2(-3.7:+10.0) 88.5(-3.0:+9.9) 93.5(-2.3;:+5.8) 91.9(-2.6;+8.1)

@ Springer



Progress in Artificial Intelligence

$0S €LYT LTST 0T 00¥L uousury TL 88 194 01 1€l WeI5oIpIedoydy
SyL 9T 8 L1 0¢¢ Jowmny-Krewng 69 ¥$T 48! % 99¢ ASojorewraq
01L 9 9 8 06 aape1ado-1s04 609 002 453 S¢ TIs spueq-1opur[£)
166 ¥8S1 SI 9 6651 Qmyxd)-jue[d $'ss LOE €8¢ SI 069 [eAoxdde-ypar)
66 ¥8S1 91 9 0091 adeys-jue[q €LS 8 679 6 €LYT oBNUOD
66 ¥8S1 91 9 0091 uISIew-jue)d L'89 LEVE €961 9% LSSL9 $-303Uu0)
an 0€1 49 ! 81 Suruueld 606 08t 14 1 7S SUIPISIOP-[MOA-UOU]-ULOD)
8'+8 68 91 L 01 Hd AL-S98pLq-3mqsnig ¥ 11 L6 09 80T S$)00I-SAUIW-IEUOS-YOUIG-UU0))
€98 88 ! L 201 d-JO-L-$98pLq-3mqsnig ¥'19 L9T 891 91 Set SUMOA-[BUOISSAITUOD)
09L 0L (44 L 6 NVdS-$e8p1q-3masnid TTs LTST 6991 9¢ 961¢ dyADy-ssayD
99 89 93 L €01 T-TdY-$93pLIq-3mgsnig 6'SS 02T 96LT 9 9508¢ JADY-SSAYD)
6't8 06 91 L 901 TVIILVIN-S98pLq-3mqsnig 8'LL 1Ly SS91 1T 9TIT sase[o¢-Aydersoo0io1pre)
069 00S 89T 8 89L ewid 618 ThLT 8¢ 1T 9TIT sase[o | -Aydessooolorpre)
L'68 L8YY €IS 91 YovL SHSIpU] 796 €991 S9 9 8TLI )
v'SL 8% L¥1 (44 61 suosunyIeq 708 8 1T 6 901 anssn-jsearg
$'06 SLy STsy 01 €LYS $)00[q-o5ed €9L 161 Ly €¢ 861 So1d-os1m-100UEd-)SEAIY
I'L6 €9t €L L 9¢6T Quoz( L9 LS€E (44 0¢ 695 SEIP-0SIM-100UEd-)SEAIg
T06 L¥bE 9L¢ 79 €78¢ eondo $'¢9 8SH 1+C 6 669 ISIM-IOUBD-ISERIg
9LS L8€ (949 ¢ T16 qg saess” snuaidostnTsa1£000 €0L 10T 8 6 98¢ Jooued-)searg
8'LS 8¢ LTS ST T16 JZsnoponu”sniaydosinsa1k000 TIL 0LS 8L1 14 8¥L poorg
LvL €9L 65T ST 701 JTSNElS” snIoon[Iowr $a)A000 6’88 000% 1cs 91 §497 yueq
L9 LE€ 89 1§72 Tl P~ sSnaponu”sSNIdINLRW ™ $AL00 €96 6 L 14 91 suoo[eq
L'99 veee 9991 8 09621 ISEEMUN TT6 9LS 6 4 $79 9[eds-aduE[eq
L6L £86€ L101 991 8659 [ HUA 6'8L sel 9¢ 6S IL1 pIs-£50[01pny
$'9¢ 69T LOT 991 9LYy IR BN TYs LOT SHT 9¢ (434 eruyAYLy
6'89 5243 LSST 1T ¥TI8 wWooxysnjy 66 06L 8 1€ 86L Surfeauuy
80 9 09 9 (44! €-SYUON SSL 6LLE 1221 vl 1952€ INpy
129 01 9 9 691 T-SYUON €8¢ 0L 0S 9 0Tl snLydou-anoy
0S 9 9 9 74! [-SYUOINIA 80 19 6S 9 0TI UONEBWWEPUT-2IN0Y
9L €THe L9L 09 061¢ 9o11ds-[01q-93[0 ]\ €99 0LLT LOVT 8 LL1Y suofeqy
“lewuy “Souy ‘sodg WIp# Jedy Jasejep “fewuy “Souy ‘sod# WIp# Jedy jasereq

Jasejep ay) Jo az1s ay) Suronpar 1yje (“fewx) ssed Ayolew jo o5ejuadrad oy pue (‘3oux) sse[d aane3au / (‘sod#) aanisod Yy Jo SIzIs ‘(‘WIpH)
SI0J09A 2INJ89J JO UOTSUAWIP ‘(*Jedy) 9zIs oY) Suronpar 210joq sur)ed Jo JOqUINU MOYS dM JOSEIEP [OBa 10, "Uo 18I a1y} 1do0Xa sasseo [[e SuISIow Aq pazIIeurq 9I1om sjaseep sse[o-nny ‘sojduwes
000°G 181y ay3 A[uo Surdoay £q paonpar a1om $)aseIRp JOIRAIN) "S)OSeIEp SSE[ON[NW /9 pue AIeulq $G d1om 1Y) ‘A[[euISHQ ‘SjuswIadxa Ino Ul pasn sjasejep [Dn) [ JO UONOJ[[0d oyl S| djqel

pringer

As



Progress in Artificial Intelligence

¥'6S 09 |82 91 101 007
889 1201 €9F 3 234! 188K 0S €S €S LS 901 1930w01d-[01q-23[ON
9°66 8L8% 0T 11 8687 ayam-Kienb-suim 0L 6611 10S€ 0S $900€1 auooqIUIN
66 68ST 01 I 6651 pas-Kyenb-ourp L€S 9IS St S 196 sydesSowey
699 611 6 ¢l 8LI QuIm ¥'es 4354 89927 01 02061 RIS
T99 80€€ T691 ov 0008 9STOU-ULIOJOABAL 9'86 91 4 81 Y1 AyderSoydwky
699 evee LS91 4 000 ULIOJOABAN 61L € 6 9¢ 43 Jooued-3ung
9'6S 086¢ 0202 T 95HS SUIMO[[OJ-[[EA 1'¢8 2% 06 001 £33 109ds-sa1-mo]
$08 0ST 09 9 0I1¢ SOSE[OE-UN[0D-[BIGIMAA €¢6 9¢¢ T 06 09¢ seiqry
L'L9 01T 001 9 0r1¢ SOSB[OT-UN[0D-[BIGIMAA 196 908t Y61 91 0000 N
T0s 1152 681C 0T 00¥L WIOUOM], €¢8 0T ¥ ¥ ¥T SISUA]

0 S S 6T 01 sures], €06 €06 L6 L 0001 Aeydsip-pa]
L'L9 06¥1 1L € 102C QI L99 001 0 14 0S1 S
€69 (433 979 6 856 903-083-01], 09 9C1 STt €¢ I1s¢ a1oydsouog
S'L6 6L9€ €6 1T TLLE proI&yy, LS8 081 0¢ 81 01C uoneIUSWSAs-a5ew]
$'L9 201 6 S IS1 Suryoea], an 91¥ L91 6 €8¢ JoAr[-uetpur-pdyp
€¢8 00S 001 09 009 [01U0d-01YIUAS L'€9 161 601 ST 00€ OI[09-3810H
6'16 €8L1 8S1 LT 1761 sorerd-falg L0S LOE 66T 001 909 AoreA-T1TH
ThL 879 81¢ 81 98 S[oIyaA-3oelg v'6L 43 €Tl 61 ST snnedoy
6'8L 9501 rh6e 6 00S¢Y spmnys-sopelg SyL 74! Is ! 002 eA-JIEOH
8°GL £9¢¢ TL01 9¢ Sehy Jespue[-30[3e1S $'¢6 SI1 8 ! €l PUBLIOZIIMS-1IESH
LS8 0861 0g€ 81 01€2 o5ewI-Sopelg 6'€9 881 901 ! Y62 UBLIESUNY-LEIH
9GS 0ST (1741 ¢l 0LT Meay-sopels I'vS 6€1 Y91 ¢l €0¢ puB[aAS[d-1IBSH

0L 00L 00¢€ T 0001 JIPRIO-UBULIDZ-S0IEIS 19 18 5 ¢ 43 01-s9ABH
819 T 891 ! 069 JIpaso-ueI[ensne-30[IElS SeL ST 18 ¢ 90¢ [BATAINS-UBULISQEH

0 ot ot 44 08 Jads €L9 24! 0L 6 vIT SSBID
0°L9 €S 9T (44 6L 100dg v6L ¥S1 (1] 8T Y61 s3e[]
909 88LT €181 LS 109t asequiedg 88 88 ! 6 001 Annisg
¥'96 962 11 s¢ LOE ueaqhog 1°0S 8¢ €8¢ 3 89L TA-A310uU7
668 432! 191 96T €651 LUCEIEN IS 80t 09¢ 3 89L [4-A310uU5
L'99 or1 0L L 01T spaog v'LS €61 34! L 9¢¢ 1[097

“lewug ‘Jouy ‘sodg WIp# Jedy jasejep “fewug ‘Jouy ‘sod# WIp# ‘yedy josere(

panunuod G| ajqel

pringer

Qs



Progress in Artificial Intelligence

stabilizing outputs while preserving the benefits of the richer
posterior family learned during training.
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